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Abstract 
The Web is growing at a very steady rate and the number of active Web sites doubled in the 
course of 2001, reaching an estimate of 6.5 million.  Dynamically generated documents 
constitute an increasing percentage of Web content and are also estimated to account for 
85% of the volume of the Web.  As providing content over the Web becomes common, 
performance plays the role of a key differentiator among the providers. 
 
Whilst caching has been around well before the emergence of the Internet, it still plays an 
important role in masking latency and bandwidth hindrances.  The cache needs to know 
when a dynamically generated page changes even a small part of its content, as it then 
needs to be refreshed.  The Hypertext Transfer Protocol provides clear guidelines for 
proxies, and caching is allowed unless expressly prohibited by the page headers.   This is 
always the case with dynamic pages, which are always tagged uncacheable; this is obviously 
due their proneness of running stale. 
 
The solution implemented in this dissertation considers dynamic pages as a collection of 
autonomous components and employs a process of dissecting the HTML into such 
components that may then be cached separately.  Inherent to this concept is also the 
groundwork for a strong personalisation framework.  Users may specify the components they 
wish to view and pages with this content may be assembled on the fly using templates.  The 
entire system is proposed as a plug-on to existing web sites that publish dynamic content 
and that want to improve their performance, and possibly introduce personalisation 
functionality. 
 
Administrators assist the page dissection process by highlighting the components on a 
typical page and providing information about their refresh rate.  An important difference 
between this solution and others that also make use of partial-page-caching is that no input 
or special markup is required from the page developers. 
 
This dissertation explains the architecture behind the system and its implementation using a 
Java platform.  All data needed by the system is stored in XML to provide cross-platform 
compatibility and interoperability. 
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Chapter 1 
Introduction 
 
Content on the Web, may be classified under two main categories, namely static and 
dynamic. Static content does not change unless the file holding the online content is 
manually altered and uploaded. Dynamic content is generated by applications that run 
on servers every time the corresponding content is accessed.  A different page is 
produced for every access, depending on underlying databases and the application’s 
logic.  The latter constitutes an increasing percentage of Web-content and caching 
dynamically generated pages is an important consideration that affects the scalability of 
the World Wide Web. 

 

1.1  Background 
 
A response to a web server request is termed cacheable or uncacheable depending on 
whether or not it can be stored in a cache to satisfy future requests.  An uncacheable 
request is one that cannot be satisfied by a cached response. 
 
Websites are increasingly utilising dynamic content, and it is estimated that 85% of the 
content on the Web is already dynamically generated.  A dynamic site typically provides: 

 
• Personalisation: a site that allows that it custom builds pages depending on 
the content requested by or associated with the user or his/her profile.  An 
example is amazon.com’s ability to suggest books and other products that reflect 
the user’s interests. 

 
• Information on demand: users have become used to the Internet as a source 
of reference.  They expect news and stock portals, for example, to reflect the 
latest changes in the real world, thus having access to information as soon as it 
becomes available; 

 
• Enhanced searching: such sites are built on a database structure, making it 
much simpler to provide effective search on the site’s content to users; 
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HTML elements generated dynamically are often specific to the particular request, and 
generally thought of as uncacheable by nature.  This is true when requests for these 
objects have side effects beyond generating a response, such as the purchase of goods 
online. In these cases, it is essential that the requests reach the origin server. In other 
cases, such as a query to a news database - it might be perfectly safe to cache the 
dynamic response for a finite time equivalent to the refresh rate of the news items. 
 
In reality for dynamically generated pages, the web listener receives a request for 
specific content to be compiled and passes this to the application server.  The 
application server requests the raw data from the database and formats, then marshals 
this to formatted HTML.  The assembling of one page may involve over 50 to 60 round 
trips to the database.  Dynamic page generation taxes the web server significantly, 
particularly with multiple concurrent users, and personalisation technologies introduce 
even further server load. 
 

1.1.1  Caching Viability 
 
Dynamic content providers are aware of caching when developing Web sites, to prevent 
proxies and caches from caching it and consequently from delivering stale content to 
users.  ISP proxies that follow HTTP 1.1 will cache any content unless expressly 
prohibited by an appropriate cache-control header.  Clearly, ISP systems try to 

identify and not cache dynamic elements, but these may not always be identified reliably.  
 

On the other hand, caching dynamic pages has very promising performance payoffs. 
Since each access to a news portal or any website whose content is published 
dynamically, returns different information on every visit, these pages are more likely to 
attract repeat visitors on a regular basis.  The importance of developing these pages in a 
cache-friendly way becomes clear, thus extending the cache benefits to dynamic content 
as much as possible. 
 
The following example shows that Caching is a noticeable element of a system.  A relay 
[STV URL1] is used to reach the Web for Digital Equipment Corporation's facilities in Palo 
Alto, California because the company has a security firewall that restricts direct 
interaction between internal computers and machines outside of Digital.  Caching was 
added to the relay to improve the relay's performance and reduce its external network 
traffic.  An experiment was conducted to gauge the impact of caching on users, and the 
cache was turned off for a week, whilst monitoring the number of requests made on the 
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relay.  Figure 1.1 shows that there is a sharp decline on week 7, corresponding to the 
week when the cache was turned off. 

 

Figure 1.1 – Requests-monitoring during the first 11 weeks 

 
According to Jupiter Research [CHR 2001], nearly half of Web users responding to a 
Jupiter Consumer Survey said that they have stopped using a preferred site for some 
amount of time because of performance difficulties; five percent said they abandoned the 
site permanently.  A high-performing Web site translates into user satisfaction and 
increased repeat-hit-rate as a result of user loyalty. 

 

1.1.2  Caching Dynamic Content 
 
Delivering high performance and competitive service rank high on any successful web 
site priorities, but possibly without escalating server and architecture costs. 
 
Dynamic content caching relieves the server from retrieving requested data from the 
database and from performing various calculations, and page performance is vastly 
improved.  A dynamic content caching solution recognises the importance that content 
has a “time-to-live” (TTL), and that adhering to this is the only way of preserving its 
freshness.  It should also ideally offer flexibility to site administrators for total control over 
the caching environment. 

 

1.1.3  Caching at the Proxy 
 
The Hypertext Transfer Protocol (HTTP) [RFC 2616] “is an application-level protocol for 
distributed, collaborative, hypermedia information systems. It is a generic, stateless, 



 

4 

protocol which can be used for many tasks beyond its use for hypertext, such as name 
servers and distributed object management systems, through extension of its request 
methods, error codes and headers. Typing and negotiation of data representation are 
features of HTTP that allow systems to be built independently of the data transferred. 

 
HTTP has been in use by the World-Wide Web global information initiative since 1990. 
The specification referred to as "HTTP/1.1" is an update to RFC 2068.”  This protocol 
provides that a request is cacheable only if HTTP headers do not expressly prohibit it.  It 
has been widely employed on caches and proxies throughout the 90s, however such 
measures are mainly targeted at static pages, and do not work well within a highly 
dynamic environment.  Additionally several heuristics are employed to complement 
HTTP 1.1, as unfortunately not all the uncacheable content is suitably marked with the 
necessary headers.  The following are some of the more important rules and heuristics 
to determine whether proxies and other caches decide to cache requests and responses. 

 
• A request is deemed uncacheable if the URL of the requested resource contains 

the string "cgi-bin," a question mark (?), or the suffix ".cgi".  This heuristic is 
based on the knowledge that these types of URLs normally identify dynamically 
generated objects.  This heuristic, however, does not properly identify the 
uncacheable elements as some of the dynamic components may still be 
cacheable for a finite period.  Additionally, not all dynamic objects can be 
identified by this heuristic, as not all of them have a URL that reflects their nature; 

 

• A request with a cookie header or a response with a set-cookie header is 

generally considered uncacheable by proxies, since cookies are associated with 
their use in personalisation.  The reasoning thus goes that a page personalised 
for one client’s request may not be used for the next; 

 
• A request that uses methods other than GET or HEAD is generally deemed 

uncacheable, but HTTP 1.1 provides more elaborate rules that specify when 
requests using other methods can be cacheable.  However, such situations are 
rare and few proxies and caches actually implement them; 

 

• A request with an authorization header, and a response with a "307 

Temporary Redirect," code is also generally deemed uncacheable. This is also 
true for a list of other headers and response codes, and HTTP 1.1 again, 
specifies certain conditions under which these could be still cached.  
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1.1.4  Modern Caching Solutions 
 
The idea of caching dynamically generated objects has appealed to many major players. 
This section introduces the various methodologies employed. 
 
Some of the more standard set-ups involving systems whereby every web-server has its 
own middle-tier data cache have been put into the market.  These have a centralised 
DBMS and thus prevent redundant DBMS querying.  Content invalidation is provided 
through time-based or event-based events on the cache contents; these are generated 
by user-supplied triggers and application scripts.  However there is still no framework 
available to generate automated invalidation messages in the event of data updates.  
Dynamai and Oracle 9i are two of the better-known products that use such systems.  
This approach is shown in Figure 1.2. 

 
 
 

RG  = Request Generator (Client) 
WS = Web Server 
AS  = Application Server 
DS  = Database Server 

 
 
 
 
 
 

 

Figure 1.2 - Middle-Tier Data Caching 

 
Another approach has been that taken by CDNs (Content Distribution Networks) and 
distributed caches, in an attempt to create a more uniform Web infrastructure and 
bringing content closer to the user.  A CDN [KRI 2001] consists of network servers that 
attempt to offload work from origin servers by delivering content on their behalf. The 
servers belonging to a CDN may be located at the same site as the origin server, or at 
different locations around the network, with some or all of the origin server’s content 
cached or replicated amongst the CDN servers. For each request, the CDN attempts to 
locate a CDN server close to the client to serve the request, where the notion of “close” 
could include geographical, topological, or latency considerations.  This area is still being 
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widely explored and although the basic approach from the various vendors may be 
similar, many employ proprietary algorithms, which distinguish one network from the 
other.  Akamai1, for example, uses proprietary content routing algorithms, and open 
specifications for dynamic content assembly on edge servers in 13,000 locations around 
the world in 63 countries.  Another company, CacheWare2, uses more intelligent routing 
algorithms that do not just ensure closer content to the user, but a selection of the right 
content that is more likely to be accessed. It claims in its product literature that its 
systems enable “enterprises to actually control precisely what content is distributed, 
precisely to where it's distributed, and precisely who has access to it.  In essence, 
CacheWare enables businesses to create a “private CDN” (content distribution network) 
within their existing network (intranet or extranet)”. 
 
One can go further in controlling the dynamic content distributed by determining what to 
select for distribution throughout the course of the user’s session with the site.  A 
salesperson looking for pricing information on a wireless device has the immediate need 
of closing business.  The same person, later on using a laptop to review new product 
features has a different state:  information seeking.  What a person considers relevant 
may differ in each situation, and cannot always be regularised by user settings in 
profiles.  Web services offered to application servers can help them determine this at run 
time.  The application server feeds the request using standard messaging such as SOAP 
to a centralised agent, and the latter gets back to it with recommendations as to what the 
request means about the user and which content is most relevant.  Tian Software, has 
tapped Web services for content delivery with CacheDirect, an application designed to 
pre-populate edge servers only with relevant content.  The idea is that, rather than 
caching all the popular content, an understanding of the location, activity and context of 
the users helps in retrieving only the relevant information from the edge and to store in 
cache.  Tian's line of Web services applications, wrap business applications in XML and 
use HTTP, SOAP (Simple Object Access Protocol), and UDDI (Universal Description, 
Discovery, and Integration) to deliver data over the Web. 
 
The methodology employed by a developer obviously effects the performance of a 
website, and certainly its cacheability.  Partial-page caching involves considering the 
page as a set of individually cacheable components.  The page-developer or an 
administrator, at a later stage will however need to guide the system in identifying these 
components.  Usually the developers are encouraged to develop more easily cacheable 

                                                 
1 http://www.akamai.com 
 
2 http://www.cacheware.com 
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Source: Accelerating Content Delivery: The Challenges of Dynamic Content (a SpiderSoftware white paper)  

dynamic pages, by using minimal markup tags which enclose the usual HTML of a 
cacheable component, allowing the cache to identify and store only parts of the page as 
required.  By allowing dynamic content to be cached, the server no longer has to process 
the same requests for dynamic content over and over.  Instead, each custom instance of 
a page can be delivered from a cache rather than processed by the server.  The only 
inconvenience with this approach is that it involves the developer, and thus cannot target 
those sites that have already been developed (e.g. Yahoo!, amazon.com etc...), that 
after all possess the greater share of traffic attributed to dynamic content.  Nonetheless, 
it is a very interesting approach, and very similar in concept to the methodologies that 
will be employed by this dissertation.  SpiderCache Enterprise 2.1, recently launched by 
SpiderSoftware3 uses the described partial-page caching concept and also has improved 
usability for large cluster farms.  It reduces infrastructure costs by allowing more users to 
leverage the same hardware more efficiently.  The developers claim a 3000% gain by 
using SpiderCache.  Table 1.1 shows the performance characteristics of sites with and 
without using SpiderCache, and shows a remarkable and scalable gain. 
 
 
 
 
 
 
 

Table 1.1 - Benchmarked Performance on a Retail eCommerce Site 

 
 
Another approach to the caching problem has been that of recognising that a large 
portion of the information on a dynamically generated page is devoted to formatting 
specifications, headers and footers and other information that does not change across 
accesses.  This is known as Template Caching [Douglis et al. 1997c], where the static 
portion is augmented with macro-instructions for inserting dynamic information.  The 
static part plus these instructions is referred to as the template or ‘base page’.  Macro-
instructions use macro-variables to refer to dynamic information.  The dynamic portion 
contains the bindings of these variables to strings specific to the given access.  Prior to 
rendering the page, the client expands the template according to the macro-instructions, 
and using the bindings that are downloaded from the server for each access.  The 

                                                 
 
3 http://www.spidersoftware.com 
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Source: Intelligent Performance for the Last Mile – Inktomi essetialTM

rationale behind template caching is that the client caches the template and downloads 
only the bindings for every access instead of the entire page.  The dynamic portion is 
also often referred to as the ‘delta’. This approach is taken, amongst others, by Inktomi. 
 
 
 
 
 

 
 

 

Figure 1.3 - Inktomi Differential Compression 

 

  

1.2  Project Objective 
 
The main goal of this project is to create the ideal dynamic caching tool which satisfies 
all the requirements specified in Chapter 2. 
 
The first part involves the development of an Integrated Development Environment 
(IDE), called WebSlice, which provides functionality for dissecting a web page containing 
dynamic content into autonomous data components.  In finalising this, the tool generates 
an Information Model of the web page, which describes the components it holds.  Apart 
from these requirements, the tool should also be user-friendly and should be able to hide 
the complexities associated with its more advanced features, thus making it accessible 
even to inexperienced users who have only basic knowledge of HTML.  This process is 
show by Figure 1.4. 
 
The second part involves the development of a cache.  The engine will be able to use 
the Information Model built by WebSlice to extract the components and to cache them 
adequately for the specified time period, after which they will be removed and refreshed.  
The cache administrator shall be given suitable control over the components that are 
handled by the engine through a user-friendly interface.  The tool for this part will be 
called the Cache Engine Administrator. 
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Figure 1.4 – Dissection of an Example Dynamic Page 

 
Whilst it is intended that persons with little knowledge of HTML can use both the 
WebSlice and the Cache Engine Administrator tools to develop a complete cacheable 
dynamic web site, this however, should not be at the detriment of more experienced 
users. In fact these users should be able to exploit the more advanced features of the 
tool.  In addition they should be able to harness the Information Model with web service 
extensions to this project that will allow the cacheability information to be published. 
 
 
 
 
 
 
 
 
 
 
 

 
 

 

Figure 1.5 - Integrated System Overview 
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The final objective of this project is to be able to demonstrate the tools built through a 
web application that allows for the publishing of personalised content using web site 
syndication.  The system shall be enabled of signup, user profile creation, login and 
profile editing.  Figure 1.5 shows an integrated system overview – the three components 
A, B, C are possibly the same three components shown being extracted by Figure 1.4.  
The information needed to extract these components would have been stored in the 
Information Model, and the cache is allowed to retrieve them and serve them on a 
reassembled page according to a set user profile.   

 

1.3  Intellectual Property 
 
This work presents a number of novel solutions and adaptations of known solutions to 
support caching of dynamic content.  It is hereby stated that this work is not the sole 
effort of the author, but rather a direct result of the collaboration between the author and 
Mr Patrick Abela, the project supervisor.  Below is a clear indication of the contribution of 
each in the whole work with the aim of assisting the examiner to judge the author’s 
performance. 
 
Initial conceptual development is attributed to the supervisor.  The supervisor developed 
the concept of dissecting a page that holds dynamic content whereby reusable 
components can be re-assembled into a personalised HTML page for the user. 
 
The author’s role was to materialize and elaborate this idea.  The author is responsible 
for the detailed engineering design and the implementation of the entire solution, with the 
exception of the use of ICEbrowser, which is attributed to a project, also supervised by 
Mr. Patrick Abela and which was entitled ‘Configurable Web Site Capacity Testing Tool’.  
Although an implementation by Mr. Stephen Abela was made available, the author only 
used this as a reference when examining the capabilities of the ICEbrowser API.  In 
addition, the author was solely responsible for the conceptual development of the 
Information Model as well as its implementation. 
 

1.4  Report Outline 
 
This report has so far discussed the environment within which the need for caching 
dynamic content exists.  We have looked at proxy caching and its regulation by the 
HTTP protocol and other rules and heuristics.  The idea of caching dynamic content has 
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been introduced in the light of its viability and through an examination of existing 
solutions.  At this point the ideas of template caching and partial page caching were put 
forward.  The reader will be referred to these later, as the ideas proposed and 
implemented by this project are also quite related. 

 
The following paragraphs highlight what is discussed in each Chapter of this dissertation.  
Although each Chapter may be read separately, and has been written to be self-
contained, it is recommended that the reader follows the order in which the Chapters 
have been presented.  The reader is also assumed to be familiar with the technologies 
used in this project, and is referred to Appendix B where they have been covered in 
sufficient detail. 

 
Chapter 2 introduces the processes involved in the implementation of this project, giving 
a high-level system overview and an understanding of the data flow at the various levels 
of the project.  The chapter serves as a specification and design of the individual 
packages that implement the system processes, namely the page dissection tool, the 
cache engine, and finally a web application built over these tools’ functionality allowing 
the delivery of personalised web content depending on user profiles. 
 
Chapter 3 through Chapter 5 discuss each of the three system processes introduced in 
the system specification of Chapter 2.  They each give a detailed specification and 
design of the developed application and discuss the functionality of the application and 
its usability issues. 
 
Chapter 6 takes the reader on a tour of the portal business, the largest producers of 
dynamic content.  We discuss the importance of this project to this industry, propose 
futuristic set-ups and predict the behaviour. 
 
Chapter 7 gives a background to how this project evolved and looks closely into the 
results that have been achieved.  Remarks on the implementation’s key limitations are 
also documented here.  We make a few suggestions for future enhancements that would 
have been implemented with this version had it not been for the restrictions of time and 
resources.  Finally the chapter is ended with a few interesting issues that go well with the 
ideas raised in this dissertation and attempts to give a direction for further research. 
 
This official web pages of this project are hosted at http://www.derrickpisani.com/fyp.  An 
electronic copy of this document is also available. 
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Chapter 2 
System Processes 
 
This project aims to develop a solution to the dynamic-caching problem and 
demonstrates the effectiveness of caching components extracted from dynamically 
generated HTML elements. This chapter introduces each of the processes involved and 
gives a general overview of the data flow at the various levels of the task at hand. It first 
deals with a seamless way of dissecting these pages into components that may be 
extracted, and of how this information may be retained within a serialised Information 
Model.  It subsequently looks at how this model may be used by the cache server to 
identify and retrieve the selected components and cache them.  Finally we discuss the 
web application built over these tools’ functionality allowing the delivery of personalised 
web content depending on user profiles.   

 

2.1  Process Overview 
 

The project is represented on a high level in Figure 2.1, and features two main parts: 
1. Cacheable component handling 
2. Application in web site syndication 

 
Part 1 includes component identification and deployment and is covered by section 2.1.1 
whilst part 2 is covered by section 2.1.2. 
 
 
 
 
 
 
 
 
 
 
 

Figure 2.1 - High Level Process Overview 
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2.1.1  Cacheable Component Handling 
 
Identification: The administrator first marks the cacheable components for each 
page of the sites from which the components are to be extracted, through a 
graphically aided application (WebSlice).  The information needed about a selected 
component includes its respective location within the page’s HTML, the URL of the page, 
a reference ID and a meaningful name.  The system also needs to know the time after 
which a typical instance of that component needs to be regenerated to guarantee 
freshness; this is known as it’s Time to Live (TTL).  This project aimed at producing a 
plug-on solution to the dynamic caching problem and so requires the TTL to be specified 
by the administrator.  Otherwise, a system that accepts triggers from the system upon 
page invalidation, would require it to be integrated at a much lower level. 
 
The collected information is organised, translated into a suitable format, and serialised, 
enabling it to be stored in a specific repository for future use.  The administrator is given 
the possibility to select any number of components, from any number of pages.  This 
collection will be referred to as a session, and a session may be saved, loaded, edited 
and resumed. 

 
The data flow is expressed diagrammatically in pseudo-DFD in Figure 2.2.  It starts with 
collecting the information about the HTML elements that can be treated as cacheable 
components.  The component information is processed and collected into a data model.  
This is then marshalled to form the Information Model which is stored in a specific 
repository for eventual use by the cache. 

Figure 2.2 - Simplified Process Diagram showing the Retrieval of Component Information  
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Deployment: The system administrator starts the cache engine, a session to be 
loaded is selected, and the components are automatically extracted.  The cache 
uses existing information from the repository, locates the page URL at which the 
component to be cached is located, loads the page locally and automatically dissects the 
page into autonomous components.  These consist of chunks of the page’s HTML code 
that are stored as strings.  Every string follows strict markup guidelines, and is complete 
with all opening and closing tags to respect XML validity issues.  The cache is  able to 
service requests for components by providing such strings; whenever the component is 
not available from cache, it is fetched from source.  If its URL cannot be located an 
appropriate error is returned so that uncacheable components from a page, will be 
generated directly by the applicable web logic.  The data flow for this part is 
demonstrated in pseudo-DFD in Figure 2.3. 
 
 

Figure 2.3 - Cache Functionality 
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2.1.2  Application in Web Site Syndication 
 
To demonstrate the functionality of the system, the project requires an application 
that interacts with the user through a web interface.  The web application allows 
automated syndication of websites.  This has already been highlighted diagrammatically 
in section 1.2 of the Project Objective.  Syndication is the act of borrowing sections of 
information from existing web sites, in order to insert it into another page.  The project 
does not have direct access to the infrastructure of an established dynamic website, and 
will demonstrate personalisation capabilities by plugging on the cache tool on top of the 
web, to provide syndication from various dynamic sites.  However, a similar technique 
may be employed by any site to offer syndication only over it’s own pages.  This project 
provides a powerful personalisation solution to these sites, without the need to make any 
changes to their existing architecture. 
 
In this case, the user is allowed to register for the service with a unique username and 
password, and to set up an editable profile with details on which components he/she 
would like to view.  In this sense default page is derived from the personalisation settings 
in the profile.  Additionally, the system allows the user to select from a number of 
different templates with different component capacities for the chosen components to be 
viewed.  The user may select components from the active session loaded in cache, and 
so different user groups may be provided with the different sessions running on multiple 
instances of the cache engine in order to provide a topic-based selection of components. 
 

2.2  Technical Architectural Overview 
 
In section 1.1.4, we have introduced partial page caching and template caching and 
seen how these technologies have been employed in existing commercial products.  
This dissertation goes one step further by linking the two ideas.  Furthermore, the 
dissection of the Delta (the dynamic portion) into cacheable components is not done or  
  

 

Figure 2.4 - Dynamic Page Specification 
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guided by the page developer, but by the administrator at run-time, and through a user-
friendly IDE.    This allows for increased flexibility when deciding on which components 
are cacheable; a change in the dynamicity of a particular component will not require 
tweaking of the application server, but simply taking a component from the list.  
Additionally, it allows easy web site syndication as a session may include components 
from any number of pages, not necessarily hosted on the same domain or server. 
 
WebSlice makes use of the ICEbrowser API to provide GUI functionality that allows for 
component selection and the construction of a manipulable Document Object Model 
(DOM).  Use is made of the W3C DOM API to interrogate the object and to find a 
traversal path from the <HTML> root to the selected component.  The page description 

for all components selected in one session is serialised to XML using Castor XML.  A 
session may contain components from different pages, since for each component the 
absolute path is stored along with a reference name and Time to Live (TTL) information 
provided by the Administrator.  This catalogue is used by the cache engine and by the 
Web interface that enables users to choose the components to view. 
 
The cache engine is able to open a session and publish the respective components for 
the users.  The XML catalogue is used to retrieve and refresh copies of the online HTML 
objects and then store them as strings, which are serviced on demand.  The engine 
employs a lazy cache service and a polling mechanism checks for object freshness, 
depending on its TTL. 
 
The Web interface available to the user allows for Sign Up and Log in using Java Server 
Pages and links to a simple database.  Although Microsoft Access was used as a 
database engine, switching to a more scalable and platform independent engine will only 
require the transport of the existing tables to a different format.  No other Access-specific 
functionality is employed by the system. 
 
All development is done using Java and not restraining the administrator to any particular 
operating environment, be it Windows based, Mac, UNIX or Linux.  All the API’s used are 
also available as open source over the Internet (except for ICEbrowser).  Finally the 
development has followed a methodical and modular approach. 
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2.3  System Architecture 
 
Figure 2.5 shows a graphical overview highlighting modules with key functionality in the 
system and the interaction that exists between them.   

Figure 2.5 - System Architecture – Component Relationship Diagram 

User Interface

U
se

r M
an

ag
er

 
C

ac
he

 M
an

ag
er

 

D
oc

um
en

t M
an

ag
er

 
 

 
C

ac
he

  O
bj

ec
t 

R
ep

os
ito

ry
 

Pa
ge

 D
is

se
ct

io
n 

To
ol

 
(b

as
ed

 o
n 

th
e 

IC
Eb

ro
w

se
rA

PI
)

 
Lo

ok
up

 

 
C

ac
he

 R
ef

re
sh

 
 

In
va

lid
at

or
 

 P
ag

e 
H

TM
L 

Component List 

C
on

te
nt

 
R

eq
ue

st
er

 

Pr
of

ile
 B

ui
ld

er
 

Authentication & 
Page Builder 

 
Te

m
pl

at
es

 

U
se

r 
Pr

of
ile

s 

D
O

M
 T

ra
ve

rs
al

 a
nd

 
Lo

ca
tio

n 
re

tri
ev

al
 

 



 

18 

An adapted Class, Responsibilities, and Collaborators (CRC) technique is used 
throughout the following sections for the object-oriented modeling of the system 
architecture.  The tables show the CRC card for the respective module.  Cards are 
created through the examination of scenarios, based on the system requirements that 
model the system behavior.  The technique was introduced Kent Beck and Ward 
Cunningham in the paper “A Laboratory for Teaching Object-Oriented Thinking”, 
released in OOPSLA 1998, and later became an accepted method of analysis and 
design. [BRU URL1] 

 

2.3.1 User Manager and User Interface 
 
The User Manager acts as the user’s only point of contact with the system.  All 
interaction happens through a web-enabled User Interface, which provides suitable 
functionality to the normal user to manage a personalised account with the system.  The 
user is allowed to create a profile, which is accessible through a user-name and 
password.  The User Manager serves the pages according to these profiles.  Table 2.1 
and Table 2.2 provide CRC specifications for these two modules. 

 
 

Name: User_Manager 
                                                                           
Responsibilities 

Collaborators 

 
- Serve the user with an updated list of 

available components from all ‘connected’ 
pages 

 
- Build and maintain user profiles and/or a 

list of requested components 
 
- Retrieve the required component objects 
 
- Build the components retrieved into a new 

page customised for the user 
 
- Serve the dynamic page 
 
 

 
 User_Interface 
 Document_Manager 

 
 
 
 
 

 Cache_Manager 

 

Table 2.1 - Specification for User Manager Module 
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Name: User_Interface 
Responsibilities Collaborators 
 
- Communicate personalisation settings  
 
- Provide GUI for user and serve page to the 

user 
 

 
 
 

 User_Manager 

 

Table 2.2 - Specification for User Interface Module 

 
The user profile consists of user authentication information and of list of components that 
the user wants displayed on his/her default page.  The list of components available to the 
user relies on the list of cacheable components provided by the underlying cache engine.  
This entirely depends on how the site administrator directs the system to dissect the 
pages at design-time.  The profile also stores information about which template is to be 
used to build the page.  A number of templates are made available to the user with 
different layouts.  The Profile Builder module takes care of assisting the user in building 
this personalised profile. 
 
The system checks which items are of interest to the user and builds the page according 
to its profile.  The components are fetched from the cache by interacting with the Cache 
Manager and are returned as strings of HTML that need to be put together by the Page 
Builder. This is the I/O module at run-time and assembles the content of the components 
according to the template specified in the user-profile. 
 

2.3.2 Document Manager 
 
The Document Manager is the point of interaction between the administration of the 
cacheable pages and the rest of the system.  Each page needs to be dissected, thus 
defining various cacheable components from the page’s HTML. 
  
The administrator is allowed to specify the URL of the page that is to be cache-enabled.  
The page is downloaded and a local copy is maintained and stored in a directory 
structure, which is based on the one of the web site from which it has been downloaded.  
Alternatively, the administrator may work on an online copy of the page.  In both cases, 
use is made of the ICEbrowser API to render and then display the html pages and to 
provide user interaction with the displayed page. [ABE 2001]  [ICE URL1] 
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Name: Document_Manager 
Responsibilities Collaborators 
 
- Downloading and storing pages to be 

handled locally 
 
- Content Dissection tool and graphical 

interface 
 
- Parsing DOM tree to extract respective 

positions of selected components 
 
- Storing a representation of the components 

available and where they may be retrieved 
from when needed 

 

 
 Page_HTML 

Table 2.3 - Specification for Document Manager Module 

 
The administrator may define the page by clicking on the components of the web page 
and adding them to an element list that is maintained and displayed on the tool’s GUI.  
To date, ICEbrowser adopts the DOM model proposed by W3C and not any proprietary 
one (Microsoft or Netscape).  Mouse clicks are caught on the HTML component of the 
displayed page and on the element list.  At this point the DOM tree may be traversed 
extracting structural information related to the position of the chosen component on the 
displayed page.  The Component List references each component by a unique ID, and 
also maintains information about the extracted component URL and its respective 
location on that page. The unique ID may be simply generated incrementally from a 
counter, or we could use the URL of the extracted component, since no two different 
components may have the same URL.  This would prevent the administrator from 
creating duplicate components.  However with time, future components may actually 
take the same URL as older ones, and this would cause some confusion.  Furthermore, 
URL information is usually very long and it would not be easy to manage in case of a 
need to debug the system.  The administrator also specifies an expiry period for the 
component, the TTL value to .  This information is also stored in the Component List. 
 

2.3.3 CacheManager 
 
The Lookup module provides the functionality of retrieving a component from cache.  
Lookup accepts requests from the User Manager and checks if the requested object is 
present in the cache. If found, then it is passed to Lookup as a Java object which then 
passes it to the User Manager’s requester.  If the component is not present in cache then 
the cache must retrieve it first, and then proceeds with servicing the component. 
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Name: Cache_Manager 
Responsibilities Collaborators 
 
- Retrieve information about a page to be 

cached 
 
- Retrieve the HTML file and convert it to 

cacheable objects by dissecting it as 
directed 

 
- Store cacheable objects 
 
- Object validation and expiry handling 
 
- Provide a ‘lookup’ function for cached 

objects. If object not in cache retrieve the 
original document, dissect and serve 
components from cache. 

 

 
 Component_Manager 

Table 2.4 - Specification for the Cache Manager Module 

 
When the Cache Object Repository does not hold objects requested by Lookup, it is 
retrieved using the Cache Refresh module.  The latter accesses the Component List to 
check the URL of the page it is to be fetched from.  The page HTML is retrieved and 
filtered into well laid out markup.  When the HTML is clean, it is ready to be parsed and 
the component extracted in accordance with the information about its location within the 
DOM structure, which may be retrieved from the Component List. 
 
Finally an Invalidator iterates through the Cache Object Repository and polls the 
dynamic objects to check their freshness against a TTL value, which is supplied by the 
administrator at design time. 

 

2.4  Conclusion 
 
The Dynamic Content Caching System has been presented in this chapter in 
considerable detail.  Its capabilities, functionalities and properties, together with its 
rationale, system architecture, interface and software application layer have been 
described and reviewed.  The performance usability and benefits that have been 
achieved by this product are also extensively discussed.  The Component Selection tool 
and the Caching tool implementation technicalities are explained further in Chapter 3 and 
Chapter 4, respectively. 
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Chapter 3 
The Component Selection Tool 
 
This part of the project entails the construction of an Information Model on how a page 
may be dissected into cacheable components.  The tool developed for this section has 
been named WebSlice and has already been outlined in Chapter 2.  This Chapter covers 
a detailed specification and design of the developed application and discusses 
functionality of the application and its usability issues.  Considerable knowledge of the 
APIs in use is assumed, and the reader is referred to Appendix B. 
 

3.1  Introduction 
 
We will initially look at the tool from the user’s point of view and explain the process by 
which a typical dynamically created page may be dissected into autonomous web 
components.  Figure 3.1 shows a screen shot of the tool while being used to extract 
news components from Yahoo.com.  The open dialog shows the creation of a new 
session in which an Information Model about various news components will be saved. 

 
  
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3.1 - The WebSlice Application 
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WebSlice incorporates ICEbrowser which provides the tool with the ability to display web 
pages either online or when saved to the local machine.  ICEbrowser captures events 
from the mouse over the browser area, and then invokes the related methods over the 
DOM tree that represents the displayed page.  Thus the status bar will always display 
the type of component over which the mouse is hovering (e.g. Form, Table, Anchor 
etc...).  A mouse click will select certain types of components which may be classified by 
the system as being autonomous dynamic components. 
 
The upper part of the application is the Property Panel and this is used to assign values 
to attributes of the selected components, namely a descriptive tag and its refresh time 
(TTL).  The tool also automatically generates a unique ID for each component and allows 
them to be saved to the current session.  Although opening multiple sessions is not 
allowed, the application allows the user to easily save, close and reopen a different 
session.  It also allows sessions to be resumed.  The Cache Engine Administrator may 
be loaded from within the Property Panel and advanced users are allowed to effect 
changes to the session that holds the current Information Model using a custom editor. 

 
Finally the Component Introspector allows basic changes to be made to the Information 
Model, such as component editing deletion.  The only editing allowed through this 
restrained framework is to the descriptive tag and to the TTL value. 
  

3.2  The admin package 
 
The admin package contains all the classes necessary for the implementation of 

WebSlice.  Figure 3.2 also shows a UML representation of the classes and the 
relationships between them. 

 
The ToolFrame class builds the interface within a horizontal split-pane, with a 

PropertyPanel instance on top, and a BrowserWindow instance in the bottom 

pane.  The menu is linked to the NewSession class that initialises a new session as 

discussed in section 3.4.1, below.  The BrowserWindow class mainly instantiates an 

AddressBar that controls the browser pane painted by an instance of the 

PageViewer class using the ICEbrowser API.   

 
The database manager links the system to a Microsoft Access database where a record 
of the dissected components available is also maintained.  This, as such, is not part of 
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the WebSlice tool but is used by the example (Chapter 5) and the classes involved will 
not be discussed in this Chapter. 

 

 

Figure 3.2 - UML Class Diagram for the admin Package 

 

3.3  Web Page Communication 
 
Dissecting a page requires it to be first loaded into the ICEbrowser.  This full-featured 
Web browser can display HTML documents, as well as valid markup.  It also supports 
the Document Object Model (DOM) Web standard, and its rendering engine contains a 
DOM fixer for interpreting non-standard markup.  Added functionality and Web standards 
compliance is provided by other available modules for HTTP 1.1, SSL, multimedia, and 
applet support.  This paragraph is only an introduction to ICEbrowser, and understanding 
the architecture and the API is of utmost importance to the reader; one is referred to the 
appropriate section in Appendix B.1 for further guidance. 
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The control of which page is shown by the browser is determined by the URL shown in 
the address bar.  This class is implemented as an internal class within the 
BrowserWindow  class and is defined as AddressBar(BrowserWindow bw_).  

The default page is set to http://www.derrickpisani.com/fyp/test/index.html which is a 
composition of components extracted manually from dynamic web portals. 

 
     

  

 
Figure 3.3 - The Test Page Showing all Table Borders 

 
A detailed view of the test page is shown in Figure 3.3.  The faded lines show the 
borders of table-cells. The sketch on the right hand side is a representation of the cell-
arrangement within the primary table.  Each of the components extracted from the sites 
is itself another table.  This page was constructed and also put online on the author’s 
personal web site so that it may serve as a test-bed for the tool.  Changes purposefully 
made to the page simulate the changes that happen regularly at the server-end of a 
dynamically generated page on a real portal. 
 
The BrowserWindow instance creates a PageViewer object, which uses 

ICEBrowser to display HTML page.  This is only done once; subsequent pages loaded 
into the tool use the same PageViewer object.  The PageViewer constructor takes 

the contentPane as a parameter, so that the browser is incorporated in the 

applications main Frame.  The method in Listing 3.1 is from the class 
BrowserWindow, and deals with rendering the page according to the URL shown in 

the address bar. 
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  public void renderPage(){ 

    if(pageViewer == null) //create only first time 

      pageViewer = new PageViewer(this, statusBar); 

    pageViewer.base.renderContent(addressBar.getAddress(), 

null,"MyBrowser"); 

} 

Listing 3.1 - BrowserWindow.renderPage() 

 
It is now necessary to see what happens in PageViewer.  This class uses the 

ICEbrowser quite heavily and the following sections seek to explain the implementation 
of the functionality offered by this class. 

 

3.3.1  Page Loading 
 
The StormBase class (ice.storm) is the Core, already mentioned as one of the 

essential modules of ICEbrowser.  Top-level viewport creation happens only from inside 
the base. The base uses the callback to ask the application for a new top-level container. 
The base stores a list of top-level viewports. Each top-level viewport has a graphical 
container associated with it.  The MyCallBack class in PageViewer implements the 

ViewPortCallback to provide the tool with its own callback. 

 
In our case the top-level Container has been re-implemented as a class called 
BrowserPanel, which extends JPanel.  This panel also implements event and 

property-change listeners that enable event capture.  These are however discussed in 
further detail in the following section 3.3.2.  Further, a link to the current frame’s status 
bar is needed in order to alert the user of the mouse pointer’s current position with 
respect to the page’s HTML. 

 
It was initially thought that, in view of the non-standard HTML used by some web 
developers, it might be necessary to initially clean the HTML.  JTidy was identified as a 
suitable HTML syntax checker and pretty printer.  However since ICEbrowser version 5 
also comes with a DTD validator and an HTML DOM fixer, the use of these third party 
technologies will be unnecessary.  
 
Finally, internally, StormBase manages the list of currently running pilots and scripters. 
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3.3.2  Event Capture 
 
BrowserPanel registers listeners to cater for events and property-changes. Listing 3.1 

shows the code for event handling. 
 
A listener grabs mouse-over events and extracts node information to display in the status 
bar.  The ICEbrowser API throws the events and the DOM API is used to extract the 
necessary node information.  This is shown in lines 5-10 of Listing 3.2.  Understanding 
how this works requires visualising the DOM for the HTML page in a tree structure such 
as the one shown in Figure 3.4.   DElement is the ICEbrowser implementation of the 

DOM Element (ice.pilots.html4.DElement).  Node is an interface defined in 

org.w3c.dom, and is the primary data-type of the Document Object Model, 

representing a single node in the document tree.  All Node objects also have a name 

attribute according to their type.  There are twelve node types, but for this purpose we 
are only interested in Element nodes, as only these may be cast to DElement.  The 
others will fire an exception that is trapped and discarded. 

 
A similar method is employed in determining whether the system will or will not process a 
component as a cacheable component.  For the scopes of this project only Tables, Rows 
and Cells are accepted Cacheable components as they normally hold our understanding 
of autonomous objects, as defined in the system specification.  The code for this process 
is shown in lines 18 – 33 of Listing 3.2, below. 

 

 
 

Figure 3.4 - A JTree Representation of an Example DOM 
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public void handleEvent(org.w3c.dom.events.Event e){ 

      if( (e.getType().equals("mouseover"))){ 

        e.stopPropagation(); 

        e.preventDefault(); 

        de = (org.w3c.dom.events.MouseEvent)e; 

        try { 

          node =(Node)de.getTarget(); 

          parentNode =  (DElement)node.getParentNode(); 

          statusBar.setText("Hovering on : 

            "+parentNode.getNodeName()); 

        } 

        catch (java.lang.Exception ex) {} 

      } 

      if (e.getType()=="keyup"||e.getType() == "keydown"){ 

         e.stopPropagation(); 

         e.preventDefault(); 

      } 

      if( (e.getType().equals("click")|| 

           e.getType().equals("mouseup")|| 

           e.getType().equals("mousedown"))){ 

         e.stopPropagation(); 

         e.preventDefault(); 

         de = (org.w3c.dom.events.MouseEvent)e; 

         node =(Node)de.getTarget(); 

         if (e.getType()=="mousedown"){ 

            parentNode =  (DElement)node.getParentNode(); 

            String idAttr; 

            if (parentNode.getNodeName()== "TABLE" || 

                parentNode.getNodeName()== "TR" || 

                parentNode.getNodeName()== "TD"){ 

              componentChosen(); 

            } 

        } 

      } 

 

Listing 3.2 - Event Handling in BrowserPanel 
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3.4  Session Preparation 
 
What information is needed about an HTML component to guarantee that it may be 
regenerated when it is expunged from cache?  How will it be stored? 
 
A component is only part of a page, which essentially is made of markup tags.  There is 
no distinguishing markup for the start and finish of a component other then the enclosing 
markups that define a table, a row and a cell, i.e. <table>..</table>, 

<tr>..</tr>, <td>..</td>, respectively.  Even if we were to edit the HTML or its 

DOM while dissecting the page, this will only be an instance of that particular 
dynamically generated page.  Unless the application servers that build the page insert 
the same markup, we would not find it when we come to cache level.  It has already 
been ruled out to involve the page developers or any of the existing layers that lead to 
the page build-up; this project needs to act as a separate top-most layer for the current 
infrastructure.  This project aims to be a plug-in solution. 
 
The dissection information will be maintained in an XML representation (or map) that 
leads the system from the root of the HTML document to the respective <TABLE>, 

<TR> or <TD> node of every cacheable component.  For the purposes of this project the 

representation is termed Information Model.  The model consists of an 
admin.TraversalPath object, which in turn is composed of a number of 

admin.Component objects, each of which describe one cacheable component (see 

Figure 3.5) 
 
 
 
 
 

Figure 3.5 - UML Composition Diagram for Component and TraversalPath 

 

3.4.1 Sessions 
 
The word ‘session’ was chosen to describe a collection of components that are related 
because they are contained within the same Information Model.  Session documents 
thus describe an Information Model and may be created and edited by the WebSlice tool.  



 

30 

The documents are defined in valid XML and the files take the name of their respective 
session and end with an .xml extension. 

 
Every session has an associated counter file, which keeps the number of components 
currently stored in the session, so that it could be resumed.  The use of a counter is 
necessary to assign a unique ID to each component equivalent to the current counter 
value. The counter file takes the name of the session and ends with a .ser extension.  

It is loaded with the session and the internal counter set to that value. 
 

3.4.2  Dissection 
 
Component detection is a task of the event handling mechanism that records which node 
in the DOM corresponds to the chosen component.  This information, along with a 
unique ID, a name identifier and the TTL value needs to be stored for every dissected 
component.  When information about all the components in the page is gathered, then all 
this information needs to be serialized to the Information Model. 
 
The first task is accomplished by setting a traversal-path for the component: 

setTraversalPath(DElement current_node, 

     TraversalPath traversalNodes, File counterFile_) 

This method is also in the BrowserPanel class and is called externally by the 

PropertyPanel class when the user hits the Create button.  Every DELement has 

an ID which may be set to tag a node using setID(String) and retrieved using 

getID().  This is especially useful as it is used to tag the current node as 

“CURRENT_NODE_PTk” when a user clicks on the Create button.  The algorithm used 

traverses to the root of the DOM tree and then traverses it back down until it finds the 
tagged node.  The path in terms of HTML tags, is stored in an admin.Component 

structure, by querying every node’s name: 
 
while (nxSibling.getId() != "CURRENT_NODE_PTk") { 

  node = nxSibling.getNodeName(); 

  stage.addElement(node); 

  if (nxSibling.getNextSibling().getNodeType() != 

    Node.TEXT_NODE) { 

      nxSibling = (DElement)nxSibling.getNextSibling();}} 
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stage is simply a Vector, and when the path is complete it is transferred node by node 

to the Component object using setNode.  The Component and TraversalPath 

classes and the relationship between them is represented in UML in Figure 3.6. 

 

Figure 3.6 - UML of Component and TraversalPath - Visibility and Relationship 

 
The TraversalPath class extends java.util.Vector since it holds a collection 

of cacheable components.  It is also required to follow the Java Bean specification since 

Component 
 
 
- String staticID; 
- String name; 
- String url; 
- int cacheExpiry; 
- String node; 
 
 
+ getStaticID() : String 
+ setStaticID(staticID_ : String) 
+ getName() : String 
+ setName(name_ : String){ 
+ getUrl() : String  
+ setUrl(url_ : String) 
+ getCacheExpiry() : Integer 
+ setCacheExpiry(cacheExpiry_ : Integer) 
+ setNode(O : Object) 
+ getNode() : Vector 

TraversalPath
 
 
- int counter 
- File counterFile 
 
 
+ setComponent(name_ : String, 

   cacheExpiry_ : Integer, 
   url_ : String) : Component 

+ getComponent() : Vector 
+ setCounter(counter_ : Integer) 
+ setCounterFile(file_ : File) 
+ serializeCounter() 
+ readCounter() : Integer 
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it is meant to be introspected by the Castor marshaller using java.lang.reflect.  

Marshalling is dealt by the processNode method.  This method is also invoked 

externally from the PropertyPanel class, when the user hits the Finalise button. 

 
During the later versions of WebSlice, a Component Introspector was introduced to 
enhance usability of the application.  The Introspector gives the user, editing access to 
the prepared components through a graphical interface, rather than having to manually 
edit the XML of the Information Model.  This introduction, however, involves a 
performance cost.  A work-around is also available to the administrator who wants to 
circumvent this performance cost. The Introspector is covered in more detail in the 
following section 3.4.3. 

 

3.4.3  Component Introspector 
 
This module is implemented by the Introspector class, which extends JFrame, 

and thus allows it to be displayed on a separate window.  The frame incorporates an 
implementation of an AbstractTableModel, in which the loaded components are 

listed.  The table also listens for double-mouse-clicks.  On these events, the row-id is 
retrieved and used to look up the matching component in the vector that holds the table 
data.  This is then compared to the TraversalPath object that contains all the 

components, and the respective component’s data is loaded into the Property Panel.  
The create button in these cases is relabeled ‘Save’ and is used to confirm changes to 
the Component object. 

 
A significant handicap of this module is that although the Property Panel loads all the 
textual information related to the chosen component, the node information of the DOM 
tree is not.  As a consequence, the user will need to re-click on the component from the 
Browser.  The underlying implementation of the ‘Save’ function deletes the current 
component and inserts a new one with the revised information.  Consequently, reloading 
the DOM information would severely tax the system, as it would have to be recompiled 
from the stored HTML tag information.  The Information Model is saved at the end of the 
session, and it may be reloaded for resuming, editing and publishing. 
 
The Component Introspector also supports session resuming.  This involves using 
Castor to unmarshal the XML Information Model.  Extracting all the components is a 
lengthy and intensive process if the session contains a very large number of 
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components.  If the administrator opts to sacrifice usability in favour of a performance 
gain, he may choose to have introspecting access to only those components that have 
been added during the current opening of the session.  In this case, it will be 
unnecessary to load the components added before. Component extraction is covered in 
detail in Chapter 4, section 4.2, as it is used again in the Cache Engine Administrator.  
The caching engine eventually loads a session for component publishing. 

 

3.5  Java Data Binding – Building the Information Model 
 
So far we have used Java Beans to represent our entity objects.  The most natural way 
to deal with data is by using an object model: the data beans are instantiated and their 
state populated according to the needs of the program. 
 
XML binding is the process of getting the state information of an object into a data model 
before we make use of it, and out to XML when all the changes and data transformations 
necessary have been completed.  The Castor API is not discussed here, but information 
on its ability to automate the marshalling process is addressed in Appendix B. This 
section looks at why it is advantageous to use XML to hold the Information Model, and at 
how Castor can facilitate the manipulation of Java objects and XML documents 

 
The specification for the Components as dictated in the Project Overview states that the 
“collected information is organised, translated into a suitable format, and serialised, 
enabling it to be stored in a specific repository for future use.”  The options considered in 
this regard were: 

a) simple serialisation 
b) XML data binding 
c) development of a custom text representation format 

 
Simple writing to output stream is not seen as a viable option as although the values 
would be identifiable it is not human-readable.  This is a hindrance when the model 
needs to be checked or debugged.  It is also impossible to integrate the information 
pronounced in such a format with any future modules of the system that do not use the 
specific TraversalPath and Component classes, as this would require lengthy 

parsing and validation. 
 
XML offers a platform independent format for representing the information in the 
Information Model, which also does not need to be associated with a Java class to be 
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interpreted.  [STL URL1]  Its integrity is almost guaranteed by the requirement for any valid 
XML document to be well formed.  XML well-formed documents use only their rules for 
document syntax and there is no need for specifying a DTD.  Documents that meet the 
requirements are referred to as valid, and a document that is produced by Castor is 
always valid.  Validation is an important step in the authoring process, as the component 
extraction process uses the product.  A certain well-formedness is expected by the latter 
process to guarantee that the data can be translated from serialised form to Java objects 
and back without incurring any losses.  This makes it possible for the data to be 
interpreted by a program that has no access to the Java classes, and ideal for some of 
the future expansions suggested at the end of this chapter.  Moreover, as the list of 
cacheable objects grows, it becomes inconvenient to have to check a file written in a 
custom format for validity since the application needs to process the information as 
quickly as possible, and cannot afford the additional processing requirements imposed 
by validation.  Finally, XML provides an easy bottom rung to the administrators with no 
prior knowledge, but who need to modify the Information Model.  It is much easier to 
follow a properly indented, well-formed XML document then the file generated by Java 
serialisation. 
 
The advantage of validation and human readability associated with XML as already 
mentioned above quickly eliminates the need to consider custom textual representation.  
XML produced by Castor can be highly customized using mapping files, but for any 
simple usage, these are not even required, as it uses the Java Reflection API.  Castor is 
also a free, open source tool.  Once the Castor classes are imported, it only takes a few 
lines of code to move the data from an XML source into an object model and back again. 

 
On the other hand, XML’s human-readability can also be a setback – as a direct result it 
is also very verbose.  This issue and the implications of the model’s file size were taken 
into consideration when choosing XML as our standard format.  It was decided that 
although it may slow down deployment because of the time it takes to load, it will not 
effect or slow down the extraction of the components at run time.  The loading of the 
XML file will only be needed whenever it needs editing or when the components are 
going to be published. 
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3.6  Conclusion 
 
Cacheable components are simply dynamic HTML elements, and a path is now 
maintained to the particular HTML section using the page’s DOM as an underlying 
structure.  After traversing the DOM and extracting the required position information, the 
TraversalPath object is marshaled using Castor, and the Information Model 

constructed.  The model describes the set of cacheable components that we are allowed 
to publish, and the following Chapter describes how we can go about this. 
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Chapter 4 
The Caching Tool 
 
This part of the project regards the development of the cache engine that deals with the 
cacheable components extracted in the previous chapter.  The tool described in this 
chapter has already been outlined in Chapter 2, and here we give a detailed specification 
and design of the developed application.  It also discusses the functionality of the 
application, and usability issues.  Knowledge of the various APIs used is assumed, and 
the reader is referred to Appendix B - Third Party Technologies and APIs. 

 

4.1  Introduction 
 
The caching service built for this part of the project is a generic, stand-alone engine built 
in Java, and able to cache any Java object.  Objects can be placed and extracted from 
cache; cached objects also determine for themselves when to expire.  This depends on 
the TTL value assigned by the administrator at component selection phase (Chapter 3).  
It allows the maximum flexibility required when caching dynamic objects, since they all 
expire at different times; a static object-refresh-time common for all cached objects 
would be most inappropriate.  Finally a background thread that runs under low priority 
removes expired cached objects. 

 
The application built for this service makes use of the XML Information Model that 
describes the cacheable components in a particular session.  The Cache Engine 
Administrator is the core of the application.  The model is validated and the components 
are extracted from the respective pages, which are loaded in memory.  The list of 
available components is shown on screen and the administrator is allowed to effect 
suitable changes, such as TTL value and component name, when required.  Finally, 
when the administrator is happy with the session, it may be ‘published’ at the click of a 
button.  Publishing a session pre-loads the components in cache and makes them 
available to the web server upon request. 
 
When the Information Model is corrupt, a validation program tries to identify the source of 
error and points it out to the user.  In this case, the components cannot be extracted, 
unless the necessary changes are made.  A custom XML Editor is provided for this 
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exercise and a DOM tree representation assists the administrator in repairing the model 
and to graphically view its contents.  Once these changes have been done the 
administrator may return to the Cache Engine Administrator and proceed with extracting 
and publishing the components as previously described. 
 

4.2  Component Information Extraction   
 
The Cache Engine Administrator may be called directly from the Session Tool or else as 
a stand-alone application.  In the former case, the current session in the Session Tool 
will be carried into the Administrator.  However, an option to open a different session 
exists in the File menu; multiple sessions are not supported.  The main area of the 
application consists of a table where the cacheable components from the current session 
are listed.  The table is an instance of the ComponentTable class in the cache 

package and name, TTL and URL values are editable. 
 

 

Figure 4.1 - The Cache Engine Administrator Basic Interface 

 
The ‘Extract Components’ option in the ‘Tools’ menu calls the 
menuToolsExtract_actionPerformed method, which refreshes the contents of 

the table.  At this point we need to mention a system limitation that may stop the 
administrator from promptly extracting the components.  The situation is normally 
brought about when the administrator uses WebSlice to create a session Information 
Model but saves it half way through.  Although resume is supported by the tool, the 
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flawless composition of the Information Model requires the administrator to first load the 
saved model.  When this is not done the closing tag of the older model and the opening 
tag of the new one disturb its integrity by invalidating the XML.  The effect and cause of 
this limitation is shown in Example 4.1, below: 

 
Exception: 
 
Exception : org.xml.sax.SAXException: Parsing Error : The markup 

in the document following the root element must be well-formed. 

Line : 26 

Column : 6 

{file: [not available]; line: 26; column: 6} 
 

Cause in the XML Information Model: 
 
<traversal-path> 

    <component cache-expiry="1440" 

        xmlns:xsi=http://www.w3.org/2001/XMLSchema-instance 

xsi:type="java:admin.Component"> 

        <name>Yahoo_MainGraphic</name> 

        <url>http://www.yahoo.com/index.html</url> 

     ... 

    </component> 

</traversal-path> 

<traversal-path> 

    <component cache-expiry="720" 

        xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance" 

xsi:type="java:admin.Component"> 

        <name>Yahoo_SideNews</name> 

        <url>http://www.yahoo.com/index.html</url> 

     ... 

    </component> 

</traversal-path> 

Example 4.1 - Error Caused by Multiple Sessions in One Information Model 

 
This error may be easily fixed by deleting the lines marked in red using the provided XML 
Editor, and thus joining the two sessions. 
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Figure 4.2 shows the result of component extraction from a valid Information Model in 
the Cache Engine Administrator interface.  

 

Figure 4.2 - The Components Extracted 

 
The XML file containing the Information Model is unmarshalled using Castor and a 
TraversalPath object is created.  The Castor API is used to unmarshal the XML of 

the Information Model (lines 3 - 8 in Listing 4.1).  The TraversalPath class and the 

Component class in package admin have been discussed in the previous chapter.  

These Java objects contain the information that goes into the Information Model – in 
section 3.5 we discuss why we work on a Java object and then use data binding to 
serialise that data to XML format.  Since TraversalPath extends 

java.util.Vector, only a simple iteration through the data in the instance is 

required to populate the table with the appropriate values (lines 13 – 25, Listing 4.1).  
 

4.2.1  Castor’s Role 
 
Castor is discussed at suitable lengths in Appendix B (Third Party Technologies and 
APIs) and it’s use in data-binding by the WebSlice tool was covered by section 3.5 of the 
previous Chapter.  The latter covered the marshalling process, or the conversion from 
the data object into an XML representation (the Information Model).  We also discussed 
the concept of XML Data Binding as the process of getting state information into the data 
model before we make use of it, and out to XML when all the changes and data 
transformations necessary have been completed. 
 
This section outlines Castor’s role in the interpretation of the Information Model, and the 
extraction of component data as Java objects that can be manipulated by the application.  
This process is termed unmarshalling. 
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Unmarshalling (in cache.ToolFrame) 
 

import org.exolab.castor.xml.*; 

import org.xml.sax.*; 
   

      FileReader reader = new FileReader(xmlFile.getAbsolutePath()); 

      traversalPath = (TraversalPath)Unmarshaller.unmarshal( 

                                       TraversalPath.class, reader); 

    reader.close(); 

 

<?xml version="1.0"?> 

<traversal-path> 

    <component cache-expiry="1440" 

        xmlns:xsi=http://www.w3.org/2001/XMLSchema-instance 

xsi:type="java:admin.Component"> 

        <name>Yahoo_MainGraphic</name> 

        <url>http://www.yahoo.com/index.html</url> 

          <node xsi:type="java:java.lang.String">&lt;nb&gt;</node> 

          <node xsi:type="java:java.lang.String">HEAD</node> 

          ... 

          <node xsi:type="java:java.lang.String">TR</node> 

          <static-iD>1</static-iD> 

    </component> 

</traversal-path> 

instance of class TraversalPath 
admin.Component component = 

 
    instance of class admin.Component 
  private String staticID = 1 

  private String name = Yahoo_MainGraphic 

  private String url = http://www.yahoo.com/index.html 

  private int cacheExpiry = 1440 

  private String node = &lt;nb&gt; 

  private String node = HEAD 

  ... 

  private String node = TR 

 

Example 4.2 - Data Binding of a typical Component 
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public void menuToolsExtract_actionPerformed(ActionEvent e) { 

    try { 

      // Create a Reader to the file to unmarshal from 

      FileReader reader = new FileReader(xmlFile.getAbsolutePath()); 

      // Marshal the TraversalPath object 

      traversalPath = (TraversalPath)Unmarshaller.unmarshal( 

                                       TraversalPath.class, reader); 

      reader.close(); 

      componentTable.nameVector.removeAllElements(); 

      componentTable.cacheExVector.removeAllElements(); 

      componentTable.idVector.removeAllElements(); 

      componentTable.urlVector.removeAllElements(); 

      for (int count_ext = 0; count_ext < traversalPath.size();  

count_ext++) { 

        admin.Component currentComponent =  

(admin.Component)traversalPath.elementAt(count_ext); 

  componentTable.nameVector.addElement( 

currentComponent.getName()); 

     componentTable.cacheExVector.addElement( 

Integer.toString(currentComponent.getCacheExpiry())); 

        componentTable.idVector.addElement( 

currentComponent.getStaticID()); 

        componentTable.urlVector.addElement( 

currentComponent.getUrl()); 

      } 

      componentTable.cacheTableChanged(); 

    } 

    catch (org.xml.sax.SAXException ex){ 

      JOptionPane.showMessageDialog(null, 

       "This is most likely a multi-session error.\n" + 

       "Edit the XML file removing session end and start tags from  

        the middle.", 

       "Error Extracting Components", JOptionPane.ERROR_MESSAGE); 

    } 

  } 

   

Listing 4.1 - menuToolsExtract_actionPerformed in cache.ToolFrame 

 
The above Listing 4.1 is explained in context of Example 4.2.  A file reader is opened for 
input from the XML file that holds the Information Model.  Line 6 and 7 show the Castor 



 

42 

code that unmarshal the XML (from reader) to a TraversalPath object.  The 

object is a perfect replica of the one that was compiled within the WebSlice tool during 
page dissection, and is a collection of Component objects. 

 
componentTable is an instance of the ComponentTable class, and it is populated 

with the retrieved component information while iterating through the TraversalPath 

object.  The table is first emptied every time it is populated to prevent duplicated entries.   
 
The code excerpt revisits Example 4.1 and shows the catch that handles 

SAXException.  This type of exception is meant to contain basic error or warning 

information from either the XML parser or the application.  In this case specifically, it is 
normally due to a malformed XML document, which is the direct result of a session being 
completed in two instances without loading the previous version into memory. 

 

4.3  Editing the Information Model 
 
The XML Editor is an instance of the XmlEditorApp class from the common package.  

The common package is library of classes that are not specific not any part of the 

project, and is imported by the ToolFrame class in the cache package.   

 

Figure 4.3 - The XML Editor 

DOM Tree 
Representation Information 

Model XML 

DOM 
Components 
at lowest level
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Once the XML of the Information Model is valid, the DOM tree representation may be 
generated through the option ‘Refresh’ in the ‘File’ menu.  When this is in place, the 
administrator may proceed by closing the editor and extracting the components.  Any 
changes made to the XML file before saving will be reflected in the extracted 
components, however it is not to be recommended that changes to the values be made 
from within the editor.  In spite of the human readable XML format the need for the 
administrator to have to access it directly is brought to a minimum through the editing 
functionality of the table that lists the publishable components.  This prevents mistype 
during editing, which could severely impair the integrity of the Information Model. 
This figure in Example 4.3 below shows the editable table and excerpt from the log file 
shows how all changes are recorded for debugging and recording purposes. 
 

 
 
Excerpt from the log file that records the effected change: 
 

Setting value at 4,2 to 720 (an instance of class java.lang.String) 

New value of data: 

row 0:  Yahoo_MainGraphic  1  1440  http://www.yahoo.com/index.html 

row 1:  Yahoo_SideNews  2  720  http://www.yahoo.com/index.html 

row 2:  Yahoo_MarketPlace  3  17280  http://www.yahoo.com/index.html 

row 3:  Yahoo_BroadcastEvents  4  360  http://www.yahoo.com/index.html 

row 4:  Yahoo_Inside  5  720  http://www.yahoo.com/index.html 

row 5:  CNN_TopNews  11  180  http://www.cnn.com/index.html 

row 6:  CNN_MainArticle  12  60  http://www.cnn.com/index.html 

-------------------------- 

Example 4.3 - Editing the TTL Value from within the Administrator 

 

4.4  The cache package 
 
We have so far given a high level overview of the system process in terms of the 
usability of the application for this module.  We have also discussed the issues related to 
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why XML was chosen to be the format in which to represent the Information Model, the 
repository for all information about the cacheable components.  Proceeding further to 
discuss how the extracted components are published, and how the caching works  
requires an insight into the classes of the cache package, and their functionality in the 

system.  Figure 4.4 gives a UML representation of the organisation of the package and 
the relationship between the classes.  For the sake of simplicity, it masks it’s relationship 
with the other packages. 

 
 

 
 
 
 
 
 
 
 
 

Figure 4.4 - UML Class Diagram for the cache Package 

 

4.5  Caching Engine Architecture 
 
Whilst referring to the first paragraph of 4.1, we will proceed to show that the design of 
the cache described in the above section meets the established requirements. 
 
All cached objects (components) are instances of the CachedObject class, which 

implements the Cacheable interface.  The interface specifies the rules to which all 

objects must conform, namely: 
1. They must have a public method called isExpired() which returns a 

Boolean value, indicating whether an object is alive; 
2. They must have a public method called getIdentifier() which returns a 

unique ID that distinguishes the object from all others in the cache. The value 
of the staticID defined in the admin.Component class is used for this 

purpose.  This is also serialised in the Information Model within the tags 
<static-iD>...</static-iD> tags. 
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Instances of the CachedObject class act as wrappers to the Strings that are placed in 

cache.  It exposes a constructor method that takes three parameters: 
public CachedObject(Object obj, Object id, int minutesToLive) 

 
Table 4.1 describes the parameters of the constructor. 

 
Name Type Description 

obj Object The cached object.  Although the 
current specification only needs to 
cache String type objects, the 

generic type definition allows maximum 
flexibility for future extensions 

id Object id contains the unique identifier that 

distinguishes the obj parameter from 

all the other objects residing in the 
cache.  The caching service is not 
responsible for ensuring the uniqueness 
of the objects in the cache. 

minutesToLive int The number of minutes that the obj 
parameter is valid in cache (TTL).  A 
value of zero is given to any object that 
never expires.  The minimum refresh 
time is thus 1 minute. 

Table 4.1 - Explanation of Parameters for CachedObject 

 
The constructor method determines the expiration time/date of the object in the cache 
using a time to live value, meaning that every object has a fixed time at the conclusion of 
which it expires.  By adding the minutesToLive parameter, to the current time, an 

expiration date is calculated.  This expiration is assigned to the class variable 
dateofExpiration.  The isExpired() method simply determines if the 

dateofExpiration is before or after the current time and date.  If ‘before’, then the 

cahed object is deemed expired and the isExpired() method returns true; similarly if 

‘after’ it returns false.  In the case of a null value for minutesToLive, then the 

isExpired() method always returns false. 
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The caching service that keeps the cached objects is implemented in the 
CacheManager class.  It allows objects to be inserted, recovered and removed from 

cache.  Requests for a particular dynamic component are first addressed to the 
getCache() method in the CacheManager to see if the object already exists in 

cache, returning the object in case it is and regenerating it if not. 
 
The CacheManager may however, receive multiple requests for the same object 

simultaneously, and if this does not exist in cache, it has to be prohibited from generating 
multiple copies of the same object.  This only really causes performance degradation 
when the object is large in size and if hundreds of users create it at the same time.  This 
is rarely ever the case with our system since Strings that describe an HTML segment are 
rarely ever huge.  However, synchronizing the code that caters for object creation caters 
for this eventuality: 
synchronized (lock) { 

  // object creation code} 

 
Furthermore, the cache is pre-populated at initialisation, when the user selects the 
‘Publish’ option from the ‘Tools’ menu on the Cache Engine Administrator. 
 
In addition to placing and retrieving objects, the CacheManager must also enforce the 

purging of expired objects from the cache.  The getCache() method calls 

isExpired() and removes from the cache any dead objects.  Both in this case and in 

case when an object does not exist in cache, the CacheManager attempts to 

regenerate them by calling createObject(Object Identifier) which returns 

the requested object – the one to be put in cache. 
 

The putCache() method has the opposite function of getCache(), taking 

Cacheable as a parameter, and thus accepting cacheable objects and inserting them 

into cache, using the hash map: 
cacheHashMap.put(object.getIdentifier(), object); 

 
A HashMap implements the java.util.Map interface using an internal hashtable, 

and thus insertion and retrieval are very efficient.  Being unsynchronised, it is also faster 
than the synchronised Hashtable, but multiple threads may try to access the map 

concurrently.  External synchronisation follows the recommendation in the Java API and 
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is accomplished by synchronizing an object that encapsulates the map at initialisation: 
HashMap cacheHashMap = Collections.synchronizedMap( 

new HashMap() 

); 

 
 
The relevant methods used with the HashMap in this implementation are: 
 
public Object remove(Object key) 

public Object put(Object key, Object value) 

public Object get(Object key) 

 

4.5.1  Expiration 
 
A background thread called threadCleanerUpper is created once within the 

CacheManager’s static block is responsible of searching the cache and removing 

expired objects.  The thread is useful because although CacheManager will not load 
items into cache when they are already expired, a device is necessary to check on the 
freshness of the content in the cache, and to automatically purge dead objects. 

 
The Thread created executes an instance that implements the runnable interface.  

The run() method is invoked automatically when the thread starts, and is set to run 

forever within the while(true) looping construct.  Inside the loop the 

CacheManager HashMap is traversed, and the thread checks every object for 

expiration by invoking the isExpired() method as already discussed in section 4.5, 

above.    The thread invokes cacheHashMap.remove(key) on all expired objects 

to delete the mapping between a specified key (the cached object’s staticID) and the 

object from the HashMap.  After iterating through the entire HashMap, the thread 

sleeps for five seconds, and restarts. 
 
The thread’s priority is set to the thread constant Thread.MINIMUM_PRIORITY, 

which dictates that it operates only in times of little CPU activity.  This is absolutely 
necessary on a cache engine since it would otherwise undermine performance by 
absorbing valuable CPU clock cycles when this cannot be afforded by the system. 
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4.5.2  Forced Expiration 
 
We have also considered implementing automatic purging of components for when the 
cache becomes full.  In more concrete terms, this means that we need to cater for when 
the memory is full and we need to insert another component.  The algorithm implements 
a priority queue whereby all components are assigned a starting zero priority which is 
incremented uniformly every time they are accessed by a request.  In the eventuality of 
the need of a forced expiration, the one at the bottom of the queue is purged until 
enough space for the new component is made. 
 
It is estimated however, that this will be hardly ever needed, as since the cache stores 
only strings of HTML, these are highly unlikely to ever take up the whole memory of the 
machine.  Memory has also become very cheap and accessible, and it will therefore not 
be difficult to increase the physical RAM if it does not satisfy the needs of the system. 

 

4.6  Component Extraction and Publishing 
 
The cache engine is able to cache any Java object, but Strings are used to retain the 
HTML components.  Extracting these components involves the following process: 

1. Retrieve the page specified by the Information Model 
2. Compile its DOM Level 2 tree 
3. Traverse the DOM tree to the exact node specified by the model 
4. Extract the valid HTML for this node 
5. Store the extracted HTML in a String and insert it into cache 

 
By taking hold of the unmarshalled Information Model we iterate through the 
TraversalPath object and retrieve the right Component object that holds all the 

information about the component to be extracted. 
 
The URL is retrieved and the page is loaded using the ICEbrowser API in a similar way 
to the one used in the WebSlice tool, except that it is not served to a browser panel.  
ICEbrowser also extracts the DOM Level 2 tree for the page.  Although we could use 
other (less expensive) methods to retrieve the page and its DOM, we need to make sure 
that the structure of the DOM tree constructed by the cache is identical to the one 
constructed by WebSlice.  This would have otherwise been practically impossible since 
ICEbrowser applies filtering to clean and validate the HTML before building the DOM 
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tree, and is not guaranteed to produce the same results as any other filter (e.g. JTidy).  
Failure to reproduce the exact DOM tree structure will produce unwanted results, such 
as the extraction of a different component from an adjacent table cell, or none at all. 
 
Once the page has been retrieved and the DOM has been compiled, the next step is to 
follow the path described by the Component object and locate the respective node in the 
tree.  Following this iterative process the HTML for the requested component is extracted 
from the DOM itself using the method getInnerHTML(): 

String rc = parentNode.getInnerHTML(); 
 
Finally the component is ‘published’ or inserted into the cache: 
   CachedObject co = new CachedObject(rc, sid, ttl); 

CacheManager.putCache(co); 

where sid is the long integer value of the component’s unique ID, and ttl is the 

integer value equivalent to its TTL. 
 

4.7 Conclusion 
 
Component Information extraction has been investigated in depth in this chapter to help 
identify the tasks that need to be performed in order to develop the cache engine.  We 
also address how Castor was applied to interpret the Information Model and extraction of 
the component data from this repository.  We further explained how we implemented our 
cache engine and its functionality, supplied with UML diagram representations.  The 
issues of components expiration in the origin database was put forward where we even 
showed how our CacheManager deals with this by removing expired content after 

checking its freshness. 
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Chapter 5 
Application: Web Site Syndication 
 

5.1  Introduction 
 
The application is a web-based system that allows selected dynamic content delivery to 
the user’s standard browser, based on an online user-profile.  The user first accesses 
the web application to sign up for a new account.  This is created on the fly, based on a 
unique username and password, and also requires the setting up of the user profile.  The 
user is subsequently allowed to sign in to the system using his/her username and 
password, and is presented with the default page that contains all the desired 
components.  The profile and password are also editable and changes are reflected on 
login. 
 
This relatively simple application is an example interface to the system, demonstrating its 
capabilities in caching and personalisation.  This user-centric implementation is meant to 
show that the system built for this project, simply plugged in front of the Internet can offer 
site syndication without involving any changes to the infrastructure that hosts or creates 
these pages.  More sophisticated systems may be developed equally easily by 
prospective commercial applications. 
 
The application requires the backend dynamic content publishing tool, which was 
developed for this dissertation.  The system is built in Java and runs on the Jakarta 
Tomcat web server as all the dynamic content is created with JavaServer Pages (JSP). 
 

5.2  System Architecture 
 
The architecture of the system, excluding the cache engine, consists of two major 
modules: one that builds the user profile and one that interprets this profile, 
communicates with the cache and builds and serves the personalised page.  We will 
explain these modules separately, and then briefly discuss how together they provide the 
required functionality and user-experience.  We take a bottom up approach by first 
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explaining the module that serves the completed pages – in this way we hope to be able 
to justify the design of the other module. 

 

5.2.1  Page Builder 
 
Reference is made to Figure 5.1, which shows the architecture of the login and page 
building module.  The simplified diagram does not show the user interface, which 
consists of JSPs that are served by the Jakarta Tomcat web server, but only the more 
important components.  The ‘Login Bean’ performs user authentication information by 
verifying with the appropriate profile from within the repository.  Information about the 
selection of components desired by the user and the template chosen for displaying 
them is also retrieved from the profile. 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 5.1 - Block Diagram showing the Page Builder Architecture 

 

Templates are implemented as JSP pages with empty tables.  The empty cells within the 
tables determine the aesthetic arrangement of the components on the page. The 
following is an example, which inserts a component into the cell labelled ‘C’ in Figure 5.2: 
<tr>  
  <td colspan="2"> 
    <%= componentBean.getNextComponent()%> 
  </td> 

</tr> 
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Figure 5.2 - Example Template Design and Resulting Page in Browser 

 
The dividing lines on the browser screen shot in Figure 5.2 are not actual and have been 
added to show its relation to the template design on the left hand side.  It is important to 
note that while web develpers using this application may add any number of templates to 
the repository.  In so doing they are required to register them with the Template 
Database and to declare the number of cells that each template holds.  Each cell is 
designed to take only one component. This obviously is up to the web page developer, 
but is an important suggestion due to the varying width and height attributes of 
syndicated components.  In any case a restriction has been made that the number of 
components does not exceed the number of cells declared for the template.   
 
The Component Bean is called to build the page.  This is also evident from the example 
just given where the getNextComponent() method is called.  The list of components 

to be loaded on to a page is extracted in advance from cache, and stored in a collection.  
This method simply returns the next HTML string, and increments the counter by 1. Fault 
tolerance here for bad programming from the web designer was also considered, since 
many designers are not knowledgeable of either Java or JSP and might use the bean’s 
methods blindly.  As already mentioned, each template has a pre-declared amount of 
components (equivalent to the number of cells) it can take.  The method 
getNextComponent()uses a counter which makes sure that it is not invoked for a 

number of times that exceeds the number of declared cells for that template.  In case it 
is, the following string is returned, instead of the component’s HTML string: 
<tr>  
  <td> 
    <b>No Component Found.</b> 
    Exceeded Invoke Limit on getNextComponent(). 
  </td> 

</tr> 

The message “No Component Found. Exceeded Invoke Limit on getNextComponent().” 
appears instead of the requested component to alert the web developer. 

A B

C 
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5.2.2  The User Profile Builder 
 

The profiler builder module makes use of a database where all the information is stored.  
This module is invoked during profile creation and when the user wishes to make 
changes to his/her preferences.  The changes are only reflected during the next login, so 
a user is logged out automatically, and asked to login again after editing. 
 
Figure 5.3 shows a block diagram that describes the interaction between the major 
components of this module.  User input to the profile takes place through a standard 
HTML form, which is submitted to the Signup Bean.  The bean has methods that the 
page uses to check for the following common errors in user submissions: 

• fields left blank; 
• username already in use by another profile; 
• password and Confirmation Password do not match. 

When the submission is to edit a profile it checks that the user’s request is also 
authenticated.  Appropriate error messages are displayed in case any of these fail, or a 
success message at the completion of a successful submission for sign-up. 

 
 
 
 
 
 
 
 
 
 
 

Figure 5.3 - Block Diagram for the User Profile Builder 

 
The number of components that the user is allowed to choose depends on his/her 
template of choice.  This issue has already been discussed in considerable detail in 
section 5.2.1.  The difference between the Template Database and the Template 
Repository is important to point out.  The latter is the directory where the JSP templates 
are stored, whilst the database acts simply as a register where templates and their 
component capacity are registered.  Similarly the Component Database is simply a 
register of Components available, which is maintained by the cache.  
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5.2.3  System Process 
 
Having gone through the functions of the two main modules we will show how they 
provide towards the completeness of the system.  This section shows the dataflow from 
the various data stores, and reference is made to the pseudo-DFD in Figure 5.4.  The 
process blobs have been colour coded to show association to the same module. 

 

Figure 5.4 - Data Flow for the Integrated Web Application Processes 
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5.3  Developing New Templates 
 
Templates are simply JSP pages that use the userweb package of beans to to build 

dynamic pages from components served by the cache engine implemented for this 
project.  The userweb package is the standard package that comes with this 

application.  JSPs are Java based, and separate the web logic (the programming) from 
the look and feel (the design) of the page. 
 
Since it is recocognised that many web designers are not knowledgeable of JSP, the 
methods were given intuitive names, and the two standard templates that come with the 
application may be used as models to develop more sophisticated ones.  A sharp 
learning curve is thus expected of those new to the use of JSP.  Templates are created 
by designers interested in providing containers for syndicated content and not by the 
operators of the syndicated web sites, unless they are one and the same.  In any case 
the structure of the existing pages remains unchanged. 
 

5.4 Conclusion 
 
The way to improve and enhance caching dynamic content is to offer customisation to 
our users.  In this chapter we discuss the two moules concerned with web site 
syndication, i.e. the page builder and the user profile builder.  A complete data flow 
diagram, which shows the entire system process, is given in Figure 5.4.  Finally, we also 
discuss the use of JSP designed standard templates provided by our application and the 
possible addition of more templates by a JSP knowledgeable web developer. 
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Chapter 6 
Targeted Stake Holders 
 
A Web site today, must provide a reliable and quality experience for its users.  Its 
performance and personalisation capabilities are of utmost importance, since in most 
cases the site is the only contact a company has with its customers.  Caching helps 
reduce costs by enabling web sites to leverage existing investments in hardware and 
software in order to meet increased customer demand, latency and other performance 
drain.  On the other hand, dynamic content has long been deemed uncacheable, and 
personalisation has been a problem in this regard.  On the other hand, personalised 
communications reflect the individual’s specific role and preferences.  This dynamic 
caching solution delivers dynamically generated Web content, and is targeted particularly 
towards sites that want to benefit from caching personalised content. 
 

6.1  Introduction 
 
A portal is a web site that offers a broad range of resources and services, however a 
portal’s primary function is to provide content, information and links to other locations on 
the web.  A portal consists of a hub from which users can locate all the web content that 
they commonly use, making portals a user-centric page.  The first web portals were the 
major players in the Internet.  They included online services, such as AOL, that provided 
online access to the web.  Today, most portals have a different concept.  They are being 
used extensively around the web focusing on local information, niche markets and 
industry sectors. 
 
The term horizontal portals is used to describe mega-sites such as Yahoo!, Excite, MSN, 
Netscape Navigator and many others.  Users are making use of these as their starting 
point for web surfing.  Consumer web portals offer a wide range of customisation options 
and functionality (e.g. customised news, weather).   
 
Vertical portals (Vortals) or niche portals are category-leading web sites in a given topical 
category and have proved to be so significant that they have been classified as portals.  
Such sites as wine.com and cheese.com have grown quite rapidly. 
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Enterprise Resource Portals (ERPs), Enterprise Information Portals (EIPs) or Corporate 
Portals have evolved from intranets.  Corporations are making available a vast range of 
functionality, knowledge, events, news and more to all their employees from a main web 
site which is accessible to authorised users through a log in page. 
 
B2B portals (Business to Business) or industry portals are in the corporate sector and 
are vertical too, yet still different from both of them.  These portals aim at information 
sharing and more importantly the completion of business transactions.  These industry 
specific portals are the driving engines of the economy as they increase the amount of 
commerce that can be transacted through these channels. 
 

6.2  Common Portal Features 
 
Personalisation provided by portals presents Web content that is tailored to a specific 
individual.  This added layer is a high-class strategy that can improve the popularity of a 
portal or dynamic web site.  There are a number of potential benefits involved with 
personalisation and these include, amongst others: 

• Creating a better user experience, thus improving the overall brand image and 
strengthening relationships with existing companies and prospective business 
partners. 

• Attracting repeat visitors thus helping to build a strong relationship between 
business and customer (B2C). 

 
When users are logged in, they may access a number of personalisation features.  
Directed content delivery is the one that interests us most for the scopes of this project; 
users select from a list of topics that they want to read about, and their default page is 
set to display this content.   The pages are dynamically assembled as will be explained 
in the following section.  The colours and fonts of the portal page can also be formatted, 
and many personalised even feature a “Hello <user’s name>” line on top to continue to 
give the personalised feeling.  Users may edit their profile to change the portal page to 
their likes and requirements. 
 
Portals provide other valuable services to customers as they are designed with the 
registered user in mind.  Users become members of the portal in order to access its 
content.  On signing up, a user enters personal details, enabling the portal company to 
learn more about its users and their browsing and searching interests.  This process is 
known as data mining, and can determine a number of important features such as how 
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many registered users purchase specific items or are interested in a particular topic.  
Data mining can give businesses the ability to make informed decisions about the future 
of their online business or portal and is normally part of the online strategy.  Providing 
the users with the data they want also becomes naturally much easier as the operators 
learn more from the user’s browsing and searching trends. 
 

6.3  Portals and Dynamic Content 
 
The two most important things portals strive to achieve are that web surfers find their site 
and they also keep on going back.  Major portals have proved that valuable information, 
fresh content, several services and fast retrieval, keep users returning to their site.   
  
In today’s profit-driven economy, the ultimate challenge is to make portals perform and 
scale and at the same time lower the infrastructure costs required to meet capacity 
targets.  Web pages using static content are easy to generate and deliver, but in the 
absence of a dynamic, database-driven infrastructure, content management becomes 
difficult.  Every time an update is made the static Web site has to be redesigned, making 
it worthless.  Moreover visitors demand an interactive and real-time approach, bringing 
database-driven dynamically generated content at the heart of today’s most successful 
Web based business models.  We will look at the steps in creating a dynamic web page: 
 

 
 
 
 
 
 

1. Web server connects to HTTP server and sends HTTP request 
2. HTTP server parses request and extracts parameters and/or header information 

necessary for appropriate content retrieval and formatting by JSP 
3. HTTP server connects to servlet engine, which may be running on a dedicated 

application logic tier 
4. Servlet queries the database, typically running on a dedicated machine of its own 
5. Servlet formats content in HTML and passes the dynamically generated page back to 

the HTTP server 
6. Http server delivers the dynamically generated page to the web browser 
7. Web browser initiates requests for embedded static elements 
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6.4  Integrating the Proposed Solution 
 
As in any caching solution, this dynamic caching solution improves an end-user’s Web 
experience by reducing server latencies involved in Web generation and delivery.  
Moreover, however, the architecture of the system is specifically targeted at sites that 
want to provide highly interactive and personalised Web Content, without requiring 
additional investment in computing resources, such as server hardware. 
 
Caching technologies accelerate Web content distribution by making the same content 
available to a large number of users.  With dynamic content caching, stakeholders no 
longer need to compromise their personalisation efforts.  Particularly since the dynamic 
caching solution is based on a component-level approach, quality and speed of the Web 
site’s performance can be considerably increased. 
 
Personalisation involves page fragmentation, where fine-grained page elements, called 
components, are identified to dynamically assemble the Web page.  This is shown in 
Figure 6.1 where the parts enclosed by dash-borders are dynamically generated 
components.  This example page shows that the news section is simply syndicated 
content from the CNN.com homepage, and is refreshed every 3 minutes.  Legal issues 
pertain to such practice, unless specific consent is obtained from the content provider.  
However, these features may be applied in cases when a site wants to offer syndicated 
content from its own pages to users based on what is requested in the user profile.  This 
application has been discussed in great detail in Chapter 5. 
 

 

Figure 6.1 - Page Fragmentation to provide Personalisation 
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The ability to assemble dynamic pages from individual page fragments and delivering 
them from the cache engine means that only non-cacheable or expired fragments need 
to be fetched from the origin Web servers.  This reduces the need to retrieve complete 
pages, improving performance and enhancing the user experience. 

 

6.5  A Final Thought 
 
Throughout the application sections of this dissertation we have been concentrated on 
directing personalised content on the basis of user profiles.  The most widely used 
method of requesting specific content is however that of performing a search for 
keywords, using search engines of the like of Google, Altavista etc… 
  
A lot of work is being done in structuring the web so that its content becomes meaningful 
to the machines that are connected to the Internet.  This will be called the Semantic 
Web.  Through an effort in creating cacheable, reusable components out of dynamic 
pages, this project has also emerged with the idea of an Information Model.  The 
Information Model describes a set of components and provides enough information to 
locate the pages where they are hosted and to extract and refresh them when they 
expire.  By giving meaningful names to these components we may contribute in creating 
maps of dynamically creating pages, making them searchable through specialised 
search engines. The results of such searches will be pages assembled from dynamic 
content found on the web. This idea was worth mentioning here for the sake of 
completion, but it is discussed again in Chapter 7, which is dedicated to Conclusions and 
Future Directions.  
 

6.6 Conclusion 
 
Personalised syndicated content delivery is inherent in a design that considers web 
pages as a collection of autonomous components.  Web portal personalisation is offered 
without increasing wait time or decreasing the freshness of the source data.  Customers 
experience acceleration in the generation of personalised, dynamic web content due to 
this approach, and obviously because the components do not need to be generated on 
the fly but just retrieved from cache, and assembled on a suitable template. 
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Chapter 7 
Conclusions and Future Directions 
 
The framework presented in this dissertation enables a new outlook towards the 
problems imposed by caching dynamic content, especially within the context of sites that 
wish to also provide users with personalisation in content delivery.  It has been 
presented as an alternative solution that addresses and attempts to satisfy both the 
commercial and technical aspects of the situation, by using some of the latest 
technologies innovatively.  Of course this work proposes the technology and does not 
claim to have developed an industry standard that can be immediately deployed in the 
real world.  Some issues that we would have liked to tackle were cut short by time 
limitations.  This chapter discusses the results achieved and limitations of the solution as 
implemented in this dissertation.  Finally we look positively at possible extensions and 
directions, which the research conducted may take, and at interesting issue that might be 
worth exploring in the future. 

 

7.1  System Evolvements 
 

We set out to explore a way to solve the problem of caching dynamic content after 
realising that it makes sense to consider any page as a collection of HTML elements that 
may be considered individually as autonomous components. 
 
The initial challenges as outlined at the inception of this project were: 

i. To create an effective mapping between the cached content and the underlying 
data; 

ii. The system must be robust and efficient, strictly not posing as a treat on timely 
delivery, but ensuring quickly accessible and accurate content; 

iii. The system must be, as much as possible, architecturally independent of the 
existent set-up and not require any alterations to the back-end applications. 

 
Initially, the first consideration was looked at from the perspective of traditional dynamic 
web page creation.  We considered linking the DBMS to the cache engine by means of 
triggers fired for update events in the database.  We also thought of iteratively checking 
items in cache and comparing their content to ones retrieved from the DBMS; if the 
cache contents are found to be different then they would be replaced.  This last option 
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was deemed laborious and very expensive in terms of processor time.  The first option 
was a very classical way of achieving the desired results. 
 
However, the solution just described does not hold ground when considered in the light 
of the third consideration: architectural independence.  We had no access to a real 
portal, which we could play around with and modify to fire events in the case of database 
updates or insertions.  We also wished our system to be a plug-on solution, and worked 
with the goal of producing such a system.  Our motivation was that very few portals 
would be prepared to bring down their entire web logic, to introduce dynamic caching 
since it would be a mammoth task. 
 

7.2  Results Achieved 
 
The following are is a summary of the functionality of the system: 
 

1. Page loading and dissection (WebSlice tool) 
2. Component description framework (Information Model) 
3. Page description in terms of component attributes 
4. Component extraction from page through an Information Model 
5. Component publishing and caching 
6. Introspection and editing of the Information Model 
7. A complete web application which allows: 

a. Sign-up 
b. Login 
c. Profile building and editing 

                 d.   Profile-based personalisation of component-based dynamic content delivery 
 
We have managed to design and implement a completely independent solution.  This 
dissertation has however diverged slightly from its initial aim of developing a cache 
engine to one that provides a framework for the implementation of a dynamic cache 
engine with personalisation capabilities. 
 
The framework developed for this project allows the site administrator to load pages to 
an integrated development environment, which allows the visual selection of elements on 
the page that may be considered as autonomous objects.  These were identified to 
consist of the containers of text, images, forms and anchors – tables and table elements 
answer to this description quite perfectly.  Thus, a page may be ‘dissected’ into a 
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collection of tables, table rows and table cells and an Information Model is built to hold all 
the data that is needed to eventually extract these components.  The location of a 
component within the HTML page was handled to be the traversal path from the root to 
the TABLE, TR or TD node of the DOM tree generated for that page.  The location 

information, the page’s URL, along with a unique ID for the component, and a time in 
seconds after which the component needs to be refreshed (TTL) makes up the 
Information Model.  This structure is eventually marshalled into XML and saved to disk. 
 
The cache engine built for the purpose works on the data contained within the 
Information Model.  It may thus load any set of components depending on which model 
is unmarshalled.  The information about the components is enough to load the pages 
needed, and to proceed with extracting the components, which are then inserted into the 
cache.  All cached objects implement a standard interface and are expired after the 
specified TTL value from the time of insertion. 
 
Finally a web application was developed to demonstrate the functionality of an integrated 
system.  The application allows users to sign up for a personalised content delivery 
service based on the settings of the user’s profile.  Users access the system through a 
username and password, and are logged in upon successful authentication.  The user 
profile is also editable and stores the user’s preferences as to what content he/she would 
like to view.  It also allows the user to choose from different display templates with 
varying component capacity and aesthetic arrangement for the components. 

 

7.3 Limitations of this implementation 
 

This work has proposed a new technology solution, which encompasses developer tools 
as well as a user’s web application.  Given the novel design of this solution, and the 
complexity of the issues tackled, some have been identified but not implemented due to 
restrictions of time and resources.  Here we shall identify which features are still partially 
implemented or not implemented at all. 
 

7.3.1 Image Loading 
 
It has been shown that pages may be assembled from dynamic components, however, 
considering the dynamic references to images and other static embedded objects in the 
page, these are not loaded.  If their URL is changed within the page, or if the cache is 
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hosted in the same web directory as the pages, then the dynamic references will work 
and all embedded objects are loaded. 
 
The modifications required to the system require the pages to be downloaded locally, 
and that all the dynamic references be changed to direct URL’s.  However, given the 
modular of the system components, extensions or modifications to the existing 
implementation does not involve major rethinking of the current system architecture. 
 

7.3.2 Element Borders in WebSlice Browser 
 
This is a usability concern in the WebSlice tool, as the administrator is unable to see the 
invisible borders of the elements.  The user has to rely on HTML tag values (eg. TR, TD, 

TABLE, ANCHOR etc…), which are displayed in the status bar to select the right 

component.   This is limitation imposed by the ICEbrowser architecture and no solution 
has been identified. 

 
 

7.4  Future extensions and directions 
 

A lot of work is being done in structuring the web so that its content becomes meaningful 
to the machines that are connected to the Internet.  This will be called the Semantic 
Web.  In the near future, these developments are likely to provide significant new 
functionality as machines will be more able to process and “understand” the data that 
they merely display at present. 
 
Through an effort in creating cacheable, reusable components out of dynamic pages, 
this project has also emerged with the idea of the Information Model, an XML 
representation that describes the set of components.  This may clearly be adapted to 
describe dynamic pages in terms of the components within.  If the names that are given 
to the components are meaningful and indicative of the content then this idea may 
contribute to creating a more meaningful web.  A description field may also be introduced 
which describes this component in a natural language.  Context filtering and 
transformations applied over these fields would then help immensely in further 
classifying the available components. 
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This arrangement would make dynamically created pages searchable through 
specialised search engines. The results of such searches will be pages assembled from 
dynamic content found on the web. 
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Appendix A 
Glossary of Acronyms 
 
DOM  Document Object Model 

The DOM API is provided by W3C. The Document Object Model is a platform- 
and language-neutral interface that allows programs and scripts to dynamically 
access and update the content, structure and style of documents. Appendix B for 
more details or URL – http://www.w3c.org/dom 

 
JSP  JavaServer Pages 

A JSP page is a text-based document that describes how to process an online 
request to create a response.  The description intermixes fixed template data with 
some dynamic actions.  Java Server Pages build on the framework provided by 
the Java Servlet Specification. 

 
SGML  Standardized Generalized Markup Lanaguge (ISO 8879) 

A standard for defining and using documents, SGML allows documents to 
describe their own grammar – i.e. to specify the tag-set used in the document and 
the structural relationships that those tags represent.  The key benefits of SGML 
are extensibility, structure and validation. 

 
TTL  Time To Live 

The amount of time after which an object stored  in cache is to to be refreshed or 
expired. 

 
W3C  World Wide Web Consortium 

The World Wide Web Consortium (W3C) develops interoperable technologies 
(specifications, guidelines, software, and tools) to lead the Web to its full potential 
as a forum for information, commerce, communication, and collective 
understanding.  URL – http://www.w3c.org 

 
XML  Extensible Markup Language 

An effort by the W3C to create a simplified subset of SGML specially designed for 
Web applications. This subset retains the key SGML advantages of extensibility, 
structure, and validation in a language that is designed to be vastly easier to 
learn, use, and implement than full SGML.  Appendix B formore details or URL – 
http://www.w3c.org/xml 
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Appendix B 
Third Party Technologies and APIs 
 
This section is a summary of information useful to understanding the roles of the less 
well-known technologies and APIs used in this project.  Without such knowledge it will be 
hard for the reader to appreciate how they interact with the rest of the implementation, 
and why they were chosen from amongst other parallel products.  They are listed and 
discussed below in the order of importance that they have in this implementation. 

 

B.1 ICEbrowser 
 
Jeremy Cook and Alexey Goloshobin of the Norwegian company ICEsoft AS developed 
the ICEbrowser bean, and initially no license fee was applicable for products that were 
distributed as freeware.  It is now strictly a commercial product, but a trial version may be 
obtained from the company website http://www.icesoft.no.  It provides a generic content 
visualisation framework mostly intended for markup and other structured data-types.  
The component boasts a very modular design and may be easily integrated into any 
Java application.  The essential modules are the Core and the HTML Pilot. 
 
A pilot is a rendering module and is responsible for the actual rendering of content.  Its 
functionality is similar to that of plugins in traditional Web browsers.  However, a pilot is 
compact, platform-independent.  Pilots can be loaded dynamically, meaning that the 
code for a specific operating system is loaded into the browser from the local file system 
at run-time.  A scripting module, or scripter, provides the glue between the pilots and the 
framework by executing commands in the scripting language it supports. 
 
The combination of the ICEbrowser core, the HTML pilot, and the JavaScript scripter 
provide advanced HTML rendering and Web browsing capabilities to the WebSlice 
application.  These components also allow one to interface to custom content handlers. 
 
As illustrated in Figure B.1, ICEbrowser is a thin layer integrating several pilots into a 
single architecture.  It can support many pilots at the same time.  The architecture also 
allows pilots to access other pilots through the Java API.  For example, the HTML 
rendering component (HTML4 pilot) can communicate with the applet rendering 
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Source: adapted from ICEbrowser User’s Guide – ICEsoft Technologies Inc. 

component (applet pilot) and the JMF pilot simultaneously.  This allows several content 
types to be embedded using standard tags, as in a normal HTML document. 
 
 
 
 
 
 
 
 
 
 

Figure B.1 - The ICEbrowser Architecture 

 

B.1.1 The HTML Rendering Engine 
 
Reference is made to Figure B.2 that shows a block diagram of ICEbrowser’s engine. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure B.2 - The HTML Rendering Engine 
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The HTML parser is responsible for taking HTML input and creating a data tree 
representing all the tags in the document and their containment hierarchy.  The parser is 
a logical module that interfaces with the DOM builder using its API. 
 
The core of the HTML rendering engine is the Document Object Model (DOM).  This 
maintains an internal HTML document representation and implements the DOM API 
provided by W3C.  Java applications can directly access the current document through 
the DOM API (W3C standard DOM Level 2 Core), and make changes or read the 
content.  DOM is a decoupled representation of the HTML document, so that the 
application can traverse this tree and determine characteristics of the document. 
 
The DOM builder is the module that builds the DOM representation and is fed by the 
HTML parser.  It calls upon validator modules to construct a valid DOM; a DOM is 
always a valid markup representation.  The reason why ICEbrowser needs a validator is 
that most HTML on the Web follows the HTML standard very informally.  Popular 
desktop browsers have been developed to be able to display invalid HTML.  This, if 
anything, encourages developers to test their code by determining whether browsers can 
display the page as anticipated and leads to more invalid HTML in Web documents.  
Viewing invalid HTML with ICEbrowser, which follows the HTML 4 standard very strictly, 
leads to some confusion.  An important example is in the DTD specification for tables: 
The HTML4 DTD indicates a <TABLE> element cannot be a child of a <P> Element.  

This is the standard adopted by Netscape Communicator 4.6, however both Mozilla 5 
and Microsoft Internet Explorer 5 allow it. 

 
The HTML DOM fixer in ICEbrowser contains a Document Type Definition (DTD) for 
HTML 4.01 and performs DTD validation.  The fixer applies fuzzy logic to make incoming 
HTML conform with the HTML DTD.  The DOM fixer is invoked when the DOM builder 
tries to insert an incorrect node into the DOM tree.  It traverses the DOM tree to find a 
location where that particular node can be legally placed according to the DTD.  If a legal 
placement cannot be found, the DOM fixer applies a series of rules to insert additional 
elements into the DOM tree until the new node is legally inserted.  A DTD-compliant 
document generates a valid DOM. 
 
The HTML DOM is rendered on screen by the layout engine.  The layout rules for the 
document are specified in a style sheet.  A style sheet interpreter is required to drive the 
layout engine.  The screen renderer is the main rendering module, and it is responsible 
for fast, efficient rendering of the representation in the DOM and CSS.  ICEbrowser has a 
very efficient layout engine, and all aspects of reflow, line, word and character 
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representation are optimized using proprietary technology. In many cases, ICEbrowser 
outperforms traditional browsers.  The layout engine uses a default built-in HTML style to 
define the layout rules. 
 
The viewport concept used by ICEbrowser is similar to the HTML frameset in web pages.  
A plain viewport or HTML frame can serve as a container for a pilot.  A viewport is not a 
graphical component, but a reference to a pilot.  Viewports are decoupled from HTML 
rendering because the ICEbrowser architecture provides the possibility of displaying 
other content types, simply using different pilots.  A composite viewport or HTML 
frameset can have child viewports. 
 
Finally, it is important to note that ICEbrowser pilots support different toolkits.  The 
HTML4 pilot can use either the AWT or Swing toolkit.  The application that uses the bean 
can advise the pilots to use a specific toolkit, as in the following code example: 
base.setComponentToolkitName("swing"); 

 

 

B.2 EXtensible Markup Language (XML) 
 
Development on eXtended Markup Language (XML) started in 1996, in an attempt to 
structure more of the data that was to be available online.  It was developed into a 
“standard, tree-structured syntactic format that facilitates the definition of procedures that 
can manipulate structures in an orderly, standard and structured way.   
XML resembles HTML, in that they are both markup languages and thus both contain 
tags and written in ASCII characters. XML tags, however are user-defined, and normally 
reflect content by associating hierarchical structures with each tag.  A car, for example, 
may be described in terms of its make and model: 
 

<car> 

   <make>Alfa Romeo</make> 

   <model> 

      <model_name>156</model_name> 

      <year>1998</year> 

   <model> 

</car> 
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This kind of structural description is obviously open to other more complex data, and a 
whole language could be developed that is specifically designed for marking up 
elements.  Areas of industry may also agree upon standard formats and thus guarantee 
that their data may be exchanged and readable by their systems (simply because they 
follow the same format).  Today XML has become a de facto standard for data structures 
and many industries are trying to adopt it to the best use. 
 
The meaning of the data represented in a XML document is easily understood by the 
author, and is also normally evident to any reader, thanks to its orderly syntax. 
 Creating a new XML tagset requires that the following is agreed: 

1. which tags will be allowed; 
2. how tagged elements may nest within each other 
3. how they should be processed. 

 
The first two issues are dealt with in a Document Type Definition (DTD).  Processing is 
more complex as it depends on the application of the data, the environment in which it is 
meant to occur. 
 
A stylesheet regulates how a given type will look when displayed or printed, and consists 
of a set of rules that associate each tag with a particular presentation style.  EXtensible 
Stylesheet Language (XSL) has been developed for the description of stylesheet 
documents and includes: 

1. XSLT which is a transformation language for XML documents 
2. Advanced styling features, expressed by an XML document type which defines a 

set of elements called Formatting Objects.  
 
Finally, a document must conform to specific rules and guidelines to be considered as a 
valid XML document and these are specified and updated regularly by the W3C – further 
information may be obtained from http://www.w3c.org/XML/. 

 
 

B.3 XML Data Binding and Exolab Castor 
 
XML data binding for Java is a powerful alternative to XML document models for 
applications concerned mainly with the data content of documents.  It is the process of 
mapping the XML components (elements and attributes) into Java objects that show the 
intended meaning of the data format, whilst preserving the logical hierarchy of the 
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components.  In this sense, data binding allows us to model the logical structure of the 
data without imposing the actual specific structure imposed by the format of the XML 
document.  Whilst a document model preserves the XML structure as closely as 
possible, data binding is concerned only with the document data as used by the 
program.  An object model in Java is simply a set of classes and primitive types that are 
typically grouped into a logical hierarchy to model real world or conceptual objects. 
 
XML data binding consists of three primary concepts: 

1. Specification of XML to object model bindings 
2. Marshalling 
3. Unmarshalling 
 

Marshalling is the process of generating an XML representation for an object in memory. 
It is a kind of Java serialisation where the representation needs to include all dependent 
objects hierarchically.  Unmarshalling clearly refers to the reverse process of building an 
object model (and dependent objects) from an XML representation. 
 
The more natural way of programmatically dealing with data is by using Java objects.  
Java Beans are interoperable components, which adhere to the JavaBeans specification 
that defines a set of standard component software APIs for the Java platform.  In XML 
data binding, the XML instances are converted into components of this type, thus 
ensuring smoother interaction between the serialised objects and the Java object model.  
Finally we still need to convert the Java object model into an XML representation to end 
up with our Information Model of cacheable components.  This representation that will 
hold the data involves no complex programming or business logic and just contains 
typed data. 
 
Binding XML instances to a Java object model is best done using a data-binding 
framework.  Attempts at writing one’s own binding utility may result in the generation of 
invalid XML in particular cases; a framework provides us with the more secure and 
reliable process.  There are a number of products, but there's no standard interface. This 
will eventually change: JSR-031 in the Java Community Process (JCP) is working on 
defining a standard.  Castor was identified as a robust framework.  Castor is also an 
open source project and was developed by the Exolab Group and based on Java 
Architecture for XML Binding (JAXB) specification. The architecture being developed by 
Sun is in ‘Early Access’ stage, and Castor was considered a more mature framework. 
 



 

73 

Castor allows the generation of source code from an XML Schema.  It also has a 
mapping file option for cases where extra customisation is required in the object mapping 
process.  Castor includes software, such as Xerces, Jakarta ORO, and Jakarta Regexp, 
developed by the Apache Software Foundation.  Castor also includes JUnit testing 
framework.  Internally Castor XML uses the SAX API as its underlying XML API.  Castor 
actually interacts with the SAX API during marshalling/unmarshalling so that this is 
avoided for the user.  Castor has three core data binding methodologies, which may be 
used individually or in combination: 

1. Automatic data binding using built-in introspection 
2. User-specified data binding 
3. XML Schema based data binding, complete with source code generation 

 
Castor can be configured for personal use through the castor.properties file, 

which is located within castor.jar.  The modified copy of the property file needs to 

reside in the current working directory.   
Since Castor data binding abstracts many of the document details, data binding usually 
needs less memory than a document model approach.  This also helps to construct the 
data binding representation for the document much faster.  Finally it must be noted that 
data binding also allows much faster access to the data within the program, as the 
developer designs its storage and representation to best suit the application. 
 

B.4 Document Object Model (DOM) 
 
As a W3C specification, the objective for XML DOM is to provide a standard 
programming interface to a wide variety of applications.  It is designed to be used with 
any programming language and any operating system.  XML DOM aims to provide the 
programmer with the ability to create an XML document, navigate its structure, and add, 
modify, or delete its elements. 
 
An XML parser can be used to load an XML document into memory and its information 
can be retrieved and manipulated by accessing the DOM.  The DOM represents a tree 
view of the XML document.  The documentElement is the top-level of the tree.  This 

element has one or many childNodes that represent the branches of the tree.  A 

Node Interface Model is used to access the individual elements in the node tree. As an 
example, the childNodes property of the documentElement can be accessed with 

a for/each construct to enumerate each individual node. 
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The following are common node types: 
 

Node Type Example 

Document type <!DOCTYPE food SYSTEM "vehicles.dtd"> 

Processing instruction <?xml version="1.0"?> 

Element <car type="saloon">Alfa Romeo</car> 

Attribute type="car" 

Text Alfa Romeo 

Table B.1 - Accepted DOM Node Types 

 
All Node objects have leaves of type text, and which hold the textual information of the 

node.  They too are Node objects and are the only exceptions to this rule. 
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